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1. Introduction 
This document describes the high level architecture of the Science Data Processor system 

currently being developed as part of the construction of the MeerKAT radio telescope in South 

Africa. As a precursor facility, MeerKAT is well placed to help explore parts of the solution space 

for the SKA SDP architecture and provide input to the prototyping efforts within the SDP 

consortium. 

 

The MeerKAT SDP system has been packaged up and made available to the consortium in the 

form of a deployment within the Amazon EC2 infrastructure. Initial training and deployment 

instructions have been provided to members of the prototyping group. This system will help to 

serve as a skeleton around which particular prototyping efforts, such as interface specification, 

will be done. 

2. MeerKAT SDP System 

2.1. Role 
The MeerKAT SDP system, hereafter referred to as MKSDP, provides a range of services within 

the MeerKAT telescope. These include: 

 

● Ingest of visibility data from the correlator. 

● Ingest of beamformer data from the correlator. 

● Formatting, flagging and packaging of ingested data. 

● Provision of a calibration pipeline to produce zero’th order calibration solutions, such as 

gain calibration, in real-time. 

● Provision of a continuum-imaging pipeline that produces both usable continuum image 

cubes and self-calibration solutions used in the spectral imager. 

● Provision of a spectral imaging pipeline capable of producing full polarisation 32k 

channel image cubes. 

● Archive facilities, including search and discovery, for all MeerKAT science products. 

● Simulation of both input telescope data (visibilities and beamformer) and telescope 

control commands and metadata. 

3. High Level Architecture 
The MKSDP is designed around a data driven processing concept. Each science and 

engineering product that the MKSDP is required to produce is mapped to a particular graph 

based description. 

 

This graph describes the logical flow of data and operations through the system as a series of 

nodes and edges. Each edge represents the flow of a particular type of data from a single 

source to one or more sinks. Each node is a stateless processing block that operates on a 
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complete set of input data (the definition of completeness varies from a single visibility channel 

to an entire image) to produce an output. 

 

Key to the operation of the stateless nodes is a central telescope state repository that is 

instantiated for each graph. This holds a priori static configuration such as telescope locations, 

user configuration such as cell sizes and dynamic information obtained both from the telescope 

control system (e.g. pointing) and produced by the MKSDP itself (e.g. calibration solutions). 

 

A top-level master controller provides a single point of contact between the MKSDP and the rest 

of the telescope, and has both a control and system metadata interface. This controller is 

responsible for the lifecycle of each instantiated graph instance, and exposes the individual 

control and system monitoring points from each graph to the external control system.  

 

Contextual metadata required by the MKSDP for scientific processing is provided by the 

telescope control system via a pub/sub mechanism that inserts this data directly into the 

telescope state repository. 

3.1. Simulation 
A critical component of the MKSDP is the simulation capability. This has been extensively 

developed and is used to both qualify the architecture and as a development testbed. A fully 

featured correlator beamformer simulator can produce wire rate visibility and beamformer data 

that is structurally and statistically consistent with that produced by the real system. 

 

Point sources can be included for verification purposes and this capability is actually used in our 

continuous integration environment to test the spectral imager. 

 

The telescope simulator allows MeerKAT observation scripts to be executed and induce 

required behaviour in the MKSDP without any of the actual telescope framework. This includes 

simulation of components such as the antennas, so a representative stream of pointing data will 

be included in data files generated via simulation. The telescope simulator feeds the MKSDP 

with both time accurate control commands and the full set of metadata received in normal 

operations. 

3.2. Software Implementation 
The MKSDP at idle will have only the master controller running. Once a request for a particular 

data product is made by the control system, the appropriate graph is selected from the available 

logical graphs.  

 

This logical template is then populated with run time configuration information such as the 

number of channels and which antennas to use. Typically this results in a number of loop 

expansions and an overall growth in the graph size.  
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Once complete the logical graph is assigned to a set of physical nodes and network links. At this 

stage, insufficient resources may be available to implement the full graph and the control 

system will be informed and an error thrown. 

 

Each node in the graph is implemented as a Linux container (using Docker). This allows the full 

software environment for each node to be carefully managed, and also provides a very efficient 

launching and management framework.  

 

Before the processing nodes in the graph are launched, the telescope state repository is 

instantiated. This will be initially populated with the current telescope state and other a priori 

configuration items provided directly by the telescope control system. As part of the launch 

phase, a range of metadata from the control system is subscribed to. This dynamic data will 

then populate the telescope state repository as the observation proceeds.  

 

The individual configuration information for each node (e.g. UDP port) is also inserted into the 

telescope state repository. Once this is in place each node in the graph is launched in parallel 

by issuing calls to the local container manager on each physical machine allocated in the earlier 

phase. The only configuration information provided to the container is its name and the URL of 

the telescope state repository. 

 

Network configuration such as specific multicast rules on the core switch and the physical nodes 

is done next. 

 

Some of the nodes in the graph will provide a control interface to allow runtime modification and 

collection of monitoring data. Once all of these connections have been established a success is 

returned.  

 

At this stage the system is primed and awaiting data awaiting data from the correlator. 

 



Document No: SKA-TEL-SDP-0000084      Unrestricted 

Revision: C                                                                                                     Author: S. Ratcliffe 

Release Date:2016-04-08                 Page 7 of 10 

 
 

3.3. Physical Implementation 
The physical implementation of the MKSDP is based around a central core switch which 

manages traffic between several pools of nodes. Each pool shared a range of physical 

characteristics such as network topology, memory, local storage etc… There are currently 4 

distinct pools: 

 

● Ingest - direct 40 GbE connection to the correlator beamformer. GPU enabled. 

● Calibration / Continuum Imaging - large memory machines (768 GB+). GPU enabled. 

● Spectral Imaging - thin nodes with local SSD storage. Embedded GPU. 

● Control Nodes. 

 

This provides a relatively generic architecture, which groups machines by capability and allows 

dynamic provisioning of tasks within these coarse pools.  

 

The advent of low cost, high port count switches that also provide strong multicast capabilities 

has greatly simplified the physical architecture and is a key component in enabling run time 

flexibility. 
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4. Overall Data Flow 
The high level flow of data products within the MeerKAT telescope encompasses three distinct 

areas: 

 

● Karoo - This is the onsite SDP facility co-located with the correlator. As much processing 

as possible is performed in this location. The backup science archive is also located 

here. 

● Cape Town - A local high performance computing facility is used to house both the 

primary science archive and the visibility store. This brings the most used products 

(science archive) and highest data rate products (visibilities) closer to the end user to 

allow for reprocessing of data without dependence on the relatively small link from the 

Karoo site to Cape Town. 

● World - A catch all category for any end user accessing the data. This could be within 

the Cape Town data centre or across the globe. A key requirement is providing the 

facility to allow the end user to upload the re-processed products to the science archive 

to maintain a single repository of MeerKAT science. 

 

The metadata index is replicated between the two sites and currently uses Apache SOLR as a 

backend. End user access to the data is brokered through the query interface and staging 
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happens by deploying a supplied docker container to the end user machines which manages 

the migration of the data product to their local system. 

 
 

5. Suitability for Prototyping / Commissioning 
In many ways, the MeerKAT telescope, closely resembles SKA-MID. Indeed, many key 

components of MeerKAT will be carried over to SKA-MID. The prime difference lies in the scale 

of operations and to some extent on the diversity of products handled by the system. 

 

In our view the MKSDP system is eminently suited to use in the prototyping phase, as many of 

its key architectural features (data driven, graph based deployment, telescope state repository) 

are shared by the SDP.  

 

In particular, using the MKSDP system as an initial functional system which can produce 

visibility data products in a completely standalone fashion has some attractive possibilities with 

regard to prototyping the master controller and external interfaces (to Telescope Manager and 

CSP). 

 

A slightly longer-term view contends that MKSDP would make an ideal commissioning system 

as by 2017/18 it will have just finished commissioning a very similar telescope and a lot of 
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expertise and experience will be on the ground and available to help the initial efforts. By basing 

the commissioning system on something that is close architecturally, many of the early lessons 

can be used to influence the development of the production SDP system. 

 

There are several design aspects of the MKSDP that would need expansion or rework to 

potentially deal with the full SKA-MID challenge, these are: 

 

● Static Physical Graph: The nodes in the physical graph are statically assigned at the 

beginning of a capability run and, apart from failure, do not change during the execution 

lifetime of the graph. In particular we will not be able to optimise around tasks that have 

variable execution time. 

● Small Node Count: The MKSDP expects to deal with O(10**4) nodes, as each node is a 

relatively complex task. The current SDP design potentially calls for O(10**8) nodes, and 

if this was required some thought would have to be given to the execution strategy. 

● Streams and Files: The MKSDP is fundamentally based on either streamed data (via 

SPEAD) or resident data (on disk). The data itself, although self describing, lacks the 

lifecycle management aspects of the proposed SDP drop system. We currently do not 

see this as an issue, but more testing of this approach on large scales is needed. 

● Optimisation: At a more philosophical level, we do not try to optimise the performance or 

occupancy of our hardware platform beyond a certain point. In order to constrain 

software complexity we are happy to sacrifice 5-10% of the possible hardware platform 

performance, as the reduction in software costs and reliability more than makes up for 

this cost. This assumption may not hold for the SKA balance of costs. 
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