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5 Introduction
This is a report on prototyping activities of the SDP DATA SubElement. Given the long lead time
and extreme technical challenge, the data layer designers address key and risk items by
conducting studies and experiments within the project and with industrial partners in the form of
Data Challenges. This information is not part of the SDP design and is intended to provide insight
into important problem areas. For capitalised terms refer to the glossary [AD04].
The design work was primarily based on the SKAO provided level 1 requirement (system) set
[AD02]. A number of additional assumptions [AD01] had to be made with regards to nonexisting
policies and operational concepts. It needs to be stressed that this is a snapshot of an ongoing
design process with pending engineering change proposals and rudimentary interface control
documents with other consortia. Refer to [RD29] for the most recent report on prototyping the
Data Flow Management System.

6 Data Layer
6.1 Motivation for Data Driven Architecture
There will be a Science Data Processor instance for each of the two telescope sites, all sharing a
common architecture. Throughout this document we therefore treat them as a single, generic,
SDP. The Perth and Cape Town processing centres will be able to pass data to one or more
Regional Centres. The exact mechanism is beyond the scope of this document, but the capability is
recognised as part of the architecture to ensure it is a coherent part of the system.

FIGURE 1
: SDP DEPLOYMENT DIAGRAM
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The SDP element architecture must therefore be developed for efficient use of massive parallel
processing and scalability to the problem size of SKA1. In such systems, movement of data and
messaging are major contributors to power consumption and limiting achievable efficiency. The
approach taken by stateoftheart datacentric processing systems (e.g. Hadoop – [RD03]), is to
exploit intrinsic data parallelism to give scalability and to force as far as possible colocality of data
and processing to achieve efficiency for both computation and power utilisation. We adopt this
methodology to design seeking an architecture that exploits the inherent data parallelism in our
input, intermediate and final data products. As we discuss in detail, the approach is to adopt a
data driven architecture in which the complex data management issues are facilitated by a
dedicated middleware layer, the socalled data layer. Exploiting the intrinsic data parallelism is not
new to radio astronomy. For instance, it has been successfully deployed in LOFAR, MWA, and is at
the core of ASKAPsoft and the MeerKAT software suite.
The need to exploit data parallelism and data locality results in a data driven architecture. In this
context data driven means that a datum can trigger an action when it changes state. The
processing state is embedded in DataObjects and the processing logic can be expressed as a graph
that maps to distributed and loosely coupled compute resources. Part of the control logic is
delegated to Data Islands for isolation and scalability reasons. The concept of the Data Islands is
described in great detail in the main Data Layer Design document [R01].
Every design choice comes at the cost of sacrificing some system aspect in favour of others.
Tailoring for data parallelism comes at the expense of reordering data in some cases and can lead
to idle times. This can be partially mitigated by hardware that supports a low power mode, or that
can be used for other processing by dynamic reallocation.
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6.2 Data Layer Components

FIGURE 2
: DATA LAYER CONTEXT DIAGRAM
Management of the data lifecycle within the SDP is accomplished by a set of components which
taken together we here call the data layer. Figure 2 shows an illustrative context for these data
layer components. It covers the whole data path starting at CSP [AD03], through the pipelines and
ending at the final data delivery. Persistent services and APIs include:
●
●
●
●
●
●

Data storage services and APIs including high throughput and high speed services as well
as long haul data transfer services
Data management services and APIs
Data lifecycle management and execution
Specific data ingestion services and APIs (e.g. Ingest pipeline from CSP)
Database services and APIs
LMC interfaces and APIs
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●
●
●
●

Data provenance and characterisation services and APIs
Backup and disaster recovery
Data modelling
Data formats, compression and multiresolution

7 Data Lifecycle Management
The data layer needs a subsystem that automates and manages the migration of DataObjects
through the various lifecycle states. This is a consequence of the sheer number of parallel tasks
when dealing with the very high data rate and volume. The goal of data lifecycle management is
the optimal placement of data in terms of cost and performance and employs a multitiered
storage system to do so. It is important to note that the lifecycle of a DataObject can span from
minutes to many years and therefore seamlessly covers the processing as well as the long term
storage (science archive) domain.

Data lifecycle management has to support a number of requirements:

1. Migration of data from one medium to another: SKA1SYS_REQ2728
2. aggregation of DataObjects into DataProducts and DataPackages: this is nontrivial
because of concurrent workflows, SDP_REQ252, and the need for data tracing,
provenance and access control, SKA1SYS_REQ2821, SDP_REQ255
3. migration between storage layers, includes SDP_REQ263
4. replication/distribution, incl. SKA1SYS_REQ2350, SDP_REQ260  262
5. retirement of expired (temporary) data, incl. SDP_REQ256

7.1 DataObject Modelling
The DataObject model has been superseded by the Drop model described in [RD30]. This section
provides a snapshot of the context relevant at the time of Data Challenges 1 to 3.
At the base of the SDP Data Layer and the data driven architecture is the design of the DataObject.
The camel case writing style is used in the rest of this document and indicates that the text is
directly referring to this basic model. The UML class diagram below provides a design view of that
model. The attributes listed in the abstract DataObject class and the derived classes are indicative
and noninclusive. The model of the DataObject is based on the experience with the design and
implementation of a whole series of previous astronomical data flow implementations, including
HST, ESO, ALMA and MWA. The model itself is not related to any implementation, but can be
mapped to existing commercial and noncommercial implementations. The existing data flows
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mentioned above do implement substantial parts of this model. The model, together with the
higher order binding of the DataObjects to pipelines, the science archive and SDP computing
infrastructure, is being used to drive prototyping and then to derive the detailed requirements for
the actual DATA Layer implementation.
The detailed design of the DataObject is ongoing work. An important driver is the requirements of
the pipelines [RD06]. Processing Components and the supported observing modes they encode
will evolve and DataObjects need to be versioned accordingly.

Figure 3a: The DataObject class diagram at the base of the SDP data driven architecture.
The relation to lists of consumers and producers, which represent generic applications
allow the further modelling of the pipeline framework as well as the representation of
serialisers for DataObjects. The ContainerDataObject allows for the definition of complex
relations between DataObjects in order to form DataProducts and DataPackages. The
derived classes FileDataObject and StreamDataObject are just but two examples of explicit
DataObject definitions supporting additional, specialised methods or attributes.
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7.2 DataObject State Model
Each DataObject has to follow certain state transitions. Since the system has to support multiple
versions and copies of the same DataObject, state transitions are either local (one DataObject) or
global (all versions and copies of a DataObject).

Figure 3b: The main DataObject state diagram. The green box marks the main cycle, the rest
of the diagram deals with initialisation, deletion, expiration, corruption and failure states and
the various possible state transitions.

7.3 DataObject Lifecycle
The DataObject Lifecycle model has been superseded by the Drop Lifecycle described in [RD30].
This section provides a snapshot of the context relevant at the time of Data Challenges 1 to 3.
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The following diagram shows the basic state transitions of a DataObject in a typical create, read,
delete lifecycle. Each state has associated activities which are applied on entry and exit to the
state and an activity performed while the object is in that state.
A DataObject enters the 
Created state when it is created where it is initialised and the content of
the DataObject is written. Once appropriate finalisation of the DataObject occurs, such as setting
permissions and expiry conditions, the DataObject transitions to the 
Ready state. The DataObject
remains in the 
Ready
state until it expires, at which point it will transition to the 
Expired
state.
Upon a read request the DataObject can transition to the 
Read state which is really a pseudostate
in that it is really more of an activity because multiple consumers can possibly read the object at
the same time and also while a read is occurring the object is still effectively 
Ready for other read
requests. This could also be viewed as 
parallel states
. The 
Read state is associated with activities
to open the object for reading, perform streaming of the data and then close the object. An 
access
reference count is maintained and will be used to coordinate the DataObject expiry and possible
subsequent deletion to ensure that a DataObject does not get deleted while it is being accessed.
A DataObject will transition to the 
Expired state from the 
Ready state once the expiry conditions
are met (e.g. the expiry time has been reached). This can happen irrespective of whether a
consumer is accessing the data in a 
Read state. The intention would be that further access to the
DataObject is restricted when it is in the 
Expired state, but existing 
Read accesses may complete.
Therefore, these states can also exist in parallel.
The DataObject can then transition to the 
Flagged for Delete state once the access reference
count reaches zero. At this point the DataObject is locked to prevent further 
Read
access.
Flagging a DataObject for deletion rather than actually deleting it immediately allows for the
possibility of undeleting a DataObject. Entering the 
Undeleted state would mean that the
DataObject would have to be unlocked and have suitable expiry conditions set. This enables the
DataObject to reenter the 
Ready
state and be available for new 
Read
operations.
The DataObject can transition to the 
Deleted state when it is actually deleted from
storage/memory. Of course, semantically, the consumers of the data may have persisted it in its
existing form or a derived form somewhere else but that is treated as a new DataObject with its
own lifecycle.
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FIGURE 3C
: BASIC DATAOBJECT LIFECYCLE WITH CONDITIONS

7.4 Data Resilience, Redundancy and Preciousness of Data
Within the scope of the data layer the term 
precious data
conveys the following meaning:
Nonprecious data are those data which can be lost, corrupted or never computed without
jeopardising the scientific integrity of the whole observation. Precious data are all other data, i.e.,
data which are required to ensure scientific integrity of the final data products, or which are
required for completing the processing.

In other words, if precious data is missing, gets corrupted, or is lost due to a failure condition, the
associated observation is completely useless, or at least cannot satisfy the original intent (i.e.
significant loss of value). If nonprecious data is missing, gets corrupted, or is lost due to a failure
condition, the associated observation is assumed to be able to reach its intent, but this can only be
validated at the QA stage. Preciousness of individual data objects is thus related to the scientific
value of an observation as a whole and as such is very fuzzy. The document tries to avoid this
fuzziness by avoiding the interaction with the actual observation intent, but rather stating that the
type of observation would be sufficient to define the preciousness of data objects. By doing this, it
is assumed to be possible that the actual pipeline implementation can fully define the
preciousness for a certain type of observation. Obviously there are limits to the applicability of this
assumption, but it might be a good enough starting point. In order to support this concept in the
Document No: SKATELSDP0000024
Revision: 02C
Release Date: 20160401

Unrestricted
Author: M. Dolensky et al.
Page 18 of 81

data layer the concept of preciousness has to be mapped to properties and/or special states of the
data objects themselves. The document uses the term 'High Availability' (HA) to describe such a
property or state. However, HA is a term specifically used to describe computing systems, which
are resilient to failover of components, it is generally not used to describe data resilience. Data
resilience can be achieved without HA. In fact, data in traditional backups are not regarded as
being available or accessible at all, but still the data is substantially more resilient than without a
backup. Data resilience (and system resilience) in many cases is increased by data redundancy, but
resilience is a relative and continuous measure, i.e. a data object cannot be made 100% resilient,
but only ever more resilient against loss. For example, data on a RAID1 system are much more
resilient than on a RAID0, but having a second copy of the data on a separate server, even better
at a different location, is obviously far more resilient than RAID1. However, there is always some
residual possibility to loose data completely. Preciousness in general is also a relative and
continuous measure and on top of that can change with time, conditions, and circumstances. For
example, the temporary data produced during a pipeline run is certainly less precious after the
successful completion of that run, lesser after the completion of the observation of probably
nonprecious after the QA of the final product.

7.4.1 Preciousness vs. Value
In general we should be able to compute and assign a nominal value to any given data object and
normalise this value to a range between 0 and 1. That derived quantity could be called
preciousness
, but in order to stay within already defined nomenclature, we propose here to simply
stay with the term 
data value
. It captures the value of the observation and the computation,
weighted by the impact on the science (e.g. Signal to Noise) of losing it. The tricky thing about the
preciousness concept is the fact that it will require dynamic updates, in particular for the
intermediate data products since they will lose value with time. In extension, this time dependent
change of value is also true for final data products and can in addition be related to the probability
of reuse as depicted in the figure below. In particular, one could state that data that is never being
used could be assigned a zero value.

Document No: SKATELSDP0000024
Revision: 02C
Release Date: 20160401

Unrestricted
Author: M. Dolensky et al.
Page 19 of 81

FIGURE 4
: AN ACTIVE ARCHIVE STRATEGY AUTOMATICALLY PLACES DATA IN THE APPROPRIATE TIER AS ITS VALUE OVER TIME
CHANGES.

[Figure 4] shows another application of the data value, which might in turn require modifying the
weighting of the value itself. The placement of data might be modified depending on the
probability of reuse. The red curve shows a pretty nice continuous function in time, which might
look quite different for some of the intermediate data products of large surveys. For some of the
surveys it is quite likely that we need to be able to recall some or all of the previous intermediate
or even raw observational data from lower grade storage if subsequent observations are being
scheduled. This would show as a discontinuous peak in the red curve just before the scheduled
time of observation. The heuristics used to derive a data value and its dynamic behaviour are not
in scope of this study. But given the observation that data objects will have different values and
also that these values will change with time, we can then go on to the next step and discuss how
this could be mapped to data resilience and finally to redundancy. The underlying question for this
mapping comes from the necessity to estimate the costs of implementing a scheme that respects
the data value. There are a few interesting questions around values assigned to data objects:
●
●

●

How are values of input data objects used to calculate output data objects?
How are multiple data object losses accounted for? Losing 50 or 100 single frequency
channels randomly across the whole band might be acceptable, but losing 50 or 100 in
sequence might not be. This is quite a tricky crossdependency of data values. In our
current data distribution model, it could very well be related to the question on whether
we would accept the results of a pipeline run if a whole compute island failed.
Due to the weighting with science impact (S/N), there is a strong relation between data
quality and data value. Can/should this be used?
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7.4.2 Data Resilience vs. Data Value
Resilience is essentially proportional to the inverse of the likeliness to loose data, i.e. if the
resilience is high the likeliness to loose a data object is low. For simplicity we could just state that
the resilience is the inverse of the likeliness to loose data. As outlined in the introduction,
resilience in general is a relative and continuous quantity. Essentially we could simply state that
data value is proportional or even equal to data resilience. It could be defined to be zero for data
streaming on the network without buffering and multiplexing on the sender side. The latter just
means that if the transmission fails, the data is lost and can't be recovered/resent. Thus if we are
to be sending data with a high value, we would need to make sure that we have some way of
recovering from transmission failures or complete loss of connectivity for a period of time. TCP is
handling this transparently on a packet level which assures that, within boundaries, a TCP transfer
will be successful. This resilience against transfer loss has a fairly significant cost, in particular on
networks with a high bandwidthdelay product and a higher packet loss rate. If no packets are lost,
TCP connections can be tuned to reach similar throughput as UDP connections without having to
invest into special or even proprietary protocols.

7.4.3 Data Resilience vs. Data Redundancy
Defining resilience properly is not simple because it depends on which weakness is being tackled.
Examples of threats to data objects include malicious data destruction, hardware failures, data
corruption and user errors. Higher level threats are fire and natural disasters, which could
potentially wipe out a whole data center. Resilience can be increased by making data more
redundant, at least in the case of data storage. For data in transfer there are sophisticated
algorithms and buffering mechanisms builtin to the network stacks (e.g. TCP) and the OS to make
sure that data is not lost or corrupted. When using lower level network protocols, like UDP, most
of this functionality is lost and has to be implemented as part of the application. Typically,
redundancy is either implemented as a full copy or as some kind of parity recording process, which
allows to reconstruct the data if parts of the object plus the parity are still available (RAID).
However, simply adding another copy of a data object will not necessarily increase resilience
substantially. For instance, creating an independent copy on the same volume would increase
resilience only mildly as it would not address threats like even single disk failure, although it does
provide more resilience against corruption (e.g. bit flips) as well as accidental data deletion. There
are also ways to dramatically reduce resilience, e.g. by using a RAID0. In this case all data on all
disks is lost if just one disk of the RAID0 fails. Depending on the actual implementation, RAID
technologies don't really increase resilience very substantially in any case because very often the
controller is a single point of failure and could easily destroy the whole array. As shown in the
figure below, if increasing the redundancy above a certain value internally to a given deployment
scenario (depicted by the different colors) will not increase the resiliency any further. The relative
scaling between the deployment scenarios is related to the weight one would assign to the
specific risk tackled by the respective deployment. For instance, if it is very important to be
resilient against a fire in a data center. Having even just two copies in two different, independent
locations would probably be regarded as more resilient than having even many copies at the same
location.
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FIGURE 5
: RESILIENCE AND REDUNDANCY ARE NOT EQUIVALENT. MANY COPIES IN A SINGLE LOCATION IS LESS RESILIENT
THAN THE SAME AMOUNT OF COPIES DISTRIBUTED ACROSS MULTIPLE SITES.

7.4.4 Data Location vs. Latency
There is one additional aspect to be kept in mind when discussing all of this and that is that the
latency imposed will be accessing one of the redundant copies if the primary one fails. If it is
required to access a second copy instantly in order to finish a processing step within the given
time window, obviously a remote or offline copy is of little to no value. In order to tackle this
issue we introduce another quantity: the data access cost, which captures the relative costs
implied when accessing a copy of the data object compared to the primary data object. The
primary data object is assumed here to be the one with the lowest access costs, in other words
the primary object is the one the processing step would be offered to work on to achieve the best
throughput. The access cost does not include procurement or power costs but just costs
associated to, for instance, transferring a data object to the compute. In extreme cases of offline
backups this might even include human labor. It might be an interesting exercise to figure out
whether, with proper scaling, the difference between the procurement and power costs, and the
access costs could have a practical meaning.

7.4.5 Impact of Data Resilience
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The complexity to support resilience on heterogeneous, changing platforms is significant. Just two
data value (preciousness) levels, either valuable or not, would restrict the problem space by
limiting the allowed input parameter value space to a boolean value, although the actual value
space is obviously far bigger. For example, an intermediate data product, which accumulates
information across a few days is certainly less valuable than a final data product, which is the
result of 1000 hours observing time. In addition the former will lose its value after the final
product has been created. By making the input parameter a boolean value we force the solution
to implement the maximum resilience for every valuable data object, since the implementation
will not be able to distinguish between the 1000 hour final product and the few days intermediate
product. Obviously, for the 1000 hour product we really want the highest possible resilience, thus
all the other valuable objects will get the same treatment. Instead, we propose here to keep the
data value as diverse as it is, but calculated using a well defined, deterministic algorithm. The
implementation can then still decide to map the data value interval to just two solutions. But, in
addition, we can also implement a more adequate solution for the less valuable data objects, for
instance by just placing them on a RAID1 array rather than mirroring them to another location.
If we assume that we will have a whole hierarchy of different, interconnected storage solutions in
any case, we can fairly easily implement the yellow and green cases depicted in the graph above.
The impact would mostly be on the total size, and thus the cost, of the individual storage hierarchy
levels. As long as we stay in the local domain, there are plenty of solutions of varying complexity
available to address this. This includes file system solutions, like Ceph, Btrfs, ZFS, GPFS, Lustre and
others as well as full blown HSM systems, which allow cross over to different media, like tapes.
Once we leave the local domain, e.g. in order to support a remote backup/mirror or a regional
centre, the existing solutions are far less numerous, but there are still a few like LiveArc, OODT,
DDN WOS, NGAS or iRODS. The latter one used to be part of at least two of the previous solutions
and can be regarded as far lower level. Integrating both the local and the nonlocal solutions to
meet our performance and volume requirements will reveal quite a number of surprises and
might thus have a significant, unpredictable impact on the development effort.
Depending on the availability requirements onto the SDP as a whole system, we might need to
implement some minimum data resilience for all data objects, in order to meet the HA goals. In
order to reach HA, we may be forced to have two copies of every single data object, even on
ingest.

8 Data Island Usage Scenario
Due to our assertion of data parallelism, the data controlled by the Data Manager of a Data Island
can be processed independently of data in other Data Islands. Thus the various Pipeline
Components will process the Data Objects inside one Data Island independently. This section
outlines a possible implementation of the Pipeline Components, or more specifically the wrapping
of pipeline algorithms based on existing technology, namely Docker Containers. Containers are
about compute resource allocation such as assigning CPU shares, network I/O, or RAM memory. In
this way the kernel can isolate resources for specific processes and namespaces, which is exactly
what a Pipeline Component needs to provide. This also improves security, an important feature
should compute tasks to be deployed offsite one day. Containers belong to the OS level and their
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deployment and configuration can be considered an interface between compute and the data
layer. Docker Containers can be prepared and configured, and then stored and loaded from a
repository and deployed on a variety of different platforms.
A container is more lightweight than a Virtual Machine with its hypervisor. They start up faster
and have near native performance during runtime (from RD26 "Hence, we found that all
containerbased systems have a near native performance of CPU, memory, I/O and network." and
RD27 "We showed that operating system virtualization (OpenVZ is one well known example) is
currently the only solution that offers near native CPU and I/O performance."). As a drawback,
flexibility is somewhat reduced since all containers share the same kernel configuration.

FIGURE 6
: LINUX CONTAINERS AND VMS (GRAPHICS COURTESY LINUX JOURNAL)
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Each Processing Component is hosted by an appropriately configured container with the required
libraries and services. Each container image and version can be referenced within in Physical
Deployment Graph by a unique identifier and then persistently stored inside the Data Layer.

8.1 Container Image Management
A Container Image is a configured container with all the needed content and is ready for
deployment. In the given scenario each Compute Node has either a local copy of a repository of
Container Images or efficient access to such a repository for deterministic deployment speed. A
data layer management database takes care of configuration control.
A container is hosted by a Compute Node where the following operations take place:

●
●
●
●

Installation: from a configuration controlled repository
Allocation: assign compute resources (cgroups)
Execution: run Processing Component; includes support for start/stop operation
Deletion: return resources to Compute Node

An API or SW package to provide access to the above operations will be required so that
DataObjects can allocate Containers and execute Processing Components as required.

8.2 Running a Pipeline
Let's go through the steps when running a pipeline [Figure 09] and look at the role that containers
play. LMC initiates the action by starting the first container of each Data Island, which is its Data
Manager. The Data Manager then receives its processing recipe in the form of a Physical
Deployment Graph.

Document No: SKATELSDP0000024
Revision: 02C
Release Date: 20160401

Unrestricted
Author: M. Dolensky et al.
Page 25 of 81

FIGURE 7
: SEQUENCE DIAGRAM: PIPELINE LIFECYCLE
The Data Manager in turn instantiates the DataObjects in anticipation of the correlator data to be
received. At the same time the Data Manager subscribes to the events of its newly created
DataObjects. The DataObjects are containers as well, enabling them to run associated Processing
Components (data driven). Once the DataObjects are instantiated and the port is opened for data
reception via the SDN, the Data Manager signals to LMC that it is ready for processing.
At this stage data Blocks from CSP can be received. When the transmission of Blocks is complete
the DataObjects change state, which triggers the Processing Components. Not shown is that
during the following processing phase, further temporary and intermediate DataObjects are
created as needed. Once the Data Manager has received the notification that all DataObjects have
finished it will relay this fact to LMC.
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8.3 Double Buffer
In this context double buffering means that data belonging to a Scheduling Block are processed on
one half of the buffer while data for the next Scheduling Block are written to the other half. Firstly,
we consider the steps when a single Data Island processes consecutive Scheduling Blocks 1, 2 etc.:
1.
2.
3.
4.
5.

N Compute Nodes are allocated to a Data Island
Scheduling Block 1 is written to the buffer area 1 of each node
once the data transfer is complete processing for no. 1 starts
while processing no. 1 Scheduling Bock 2 is written to buffer area 2
after processing no. 1 buffer area 1 receives no. 3 and so forth

FIGURE 8
: DATA ISLAND DOUBLE BUFFERING
The above strategy is obviously not very well suited for varying batch sizes in terms of volume and
compute intensity. Hence, each half of a node's buffer is separately allocated to a Data Island.
When processing requirements change, new Data Islands spanning a different number of nodes
get allocated. The two halves of a node's buffer can therefore belong to different Data Islands
[Figure 11]. It can be seen that now Data Island SB21 and Data Island SB22 are using the same
nodes once used by the single Data Island SB11.
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FIGURE 9
: REDISTRIBUTION OF NODES AND BUFFER SPACE BETWEEN SCHEDULING BLOCKS

9 Data Layer Services
9.1 Science Archive
9.1.1 Data Layer Integration
Let’s look at a typical science archive first. Data products pass some semiautomated quality
control procedures before they are physically moved to a permanent home. They are usually
parsed and indexed a couple of times in the process. Many steps are repeated throughout the
lifetime of a data product in order to, for instance, improve metadata, fix calibration issues, and to
support new data discovery services. The limitations of the SDP facility as well as the data volumes
involved impose a different archiving strategy and in fact a different view of what represents a
science archive. The specific limitations to be addressed are:
●
●
●
●

Storage volume
Memory bandwidth
Power budget/reprocessing capability
Hardware and deployment independence
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A consequence of the storage volume limitation is that pushing data products to a lower (cheaper)
storage tier becomes time critical. Altogether, this leads to the following design goals:
1. Fully automate ingestion process
2. Single pass generation of final data products incl. metadata manipulation
3. Separate storage hierarchy management and data movement from science archive
business logic.
The automation of archive ingestion means that the physical storage operation becomes detached
from the release process. The actual public release may happen at a later stage, once it passes a
verification process. This also means that a data product reaches the archived state independently
of its location and it also means that an archived data product might be available on the highest
performance storage tier, which in turn allows subsequent processing steps to be executed
immediately. This is important for science use cases requiring averaging of single observation
cubes over a long period of time.
Single pass processing addresses the limited I/O and power budget, whereby power limits the
reprocessing capability among others. Archive indexing is performed logically in parallel with the
generation of the final science data product. Assuming that intermediate data products already
exist at this point, this may entail patching up metadata sections and (re)formatting to a suitable
form for delivery.
We could thus summarize the conditions required to reach the 
archived 
state for a data product in
the following way.
A data product is marked as archived if all of the following conditions are met:
●
●
●
●

Metadata extraction is successfully completed. Successfully means that all required
metadata items have been found, verified and loaded into the Science Archive database.
The binding of data product with observing project is successful. This also provides the
binding to the data access system by identifying the owner group.
The automatic QA of the data is successful and positive.
Data product is at least in a liquid state, i.e. on one persistent storage medium.

Note that the actual release of an archived data product will require additional actions. By default
an archived data product is not released.
Based on this analysis let's investigate how the science archive ties in with the data layer design
components. The smallest entity in the logical data flow is the DataObject, which has state
information including that about its data lifecycle management (DLM); see simplified version
[Figure 12] which depicts the logical horizontal flow.
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FIGURE 10
: STATE DIAGRAM OF SIMPLIFIED DLM STATE MACHINE
Archive data products inherit data lifecycle states from the DataObject model. Note that final data
products may never reach the expired state whereas input data and intermediate products need
to be cleared as quickly as possible.
Hierarchical storage management [Figure 13] automates the vertical movement across storage
tiers. The combination provides all that is needed to persist DataObjects as final data products and
to make these science products available to the delivery mechanism.

FIGURE 11
: HIERARCHICAL STORAGE CONCEPT
The socalled performance tier has a local namespace and is sliced up into Data Islands. The lower
tiers form global logical namespaces.
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9.1.2 Metadata Scheme
The Common Archive Observation Model (CAOM) is a general purpose data model developed and
maintained by the Canadian Astronomy Data Centre (CADC) as a tool to define uniform metadata
about astronomical observations. It serves as a design template for the SDP science archive. The
given archive database scheme defines an interface between the data layer and the data delivery
subsystems. It is designed for use as the core data model of an astronomical data centre or
science archive. The purpose of this model is to standardize the core parts of every archive
implementation so that a common set of software tools can be used to provide simple data access
mechanisms (web pages), discovery agents, advanced query capabilities (typically as IVOA web
services), and advanced applications.
CAOM is denormalised so that the Observation class is the main class and the root of all data
structure instances. The current version supports two subclasses of Observation. The
SimpleObservation class is used for exposures: observations that are created by operating a
telescope and instrument. The CompositeObservation class is used when two or more
observations are combined to create a new product. The metadata that describes an Observation
includes information about the telescope, instrument, environmental conditions, proposal, target,
target position, and requirements to be met.
Each Observation contains one or more data products called Planes. The Plane contains metadata
describing the physical axes of the product  position, energy, time, polarization  to support data
discovery. Science queries (custom web user interface, VO protocols, etc.) generally return one
record per Plane with metadata taken from the Observation and the Plane. The Plane metadata
also includes a calibration level and data product type (values correspond to the IVOA ObsCore
data model). The most common scenario is for an Observation to have multiple Planes, each with
a different calibration level, corresponding to different processing applied. In some cases, the
Planes within an Observation may have different data product types as well. For example, an
image or spectrum derived from a data cube would be a new Plane with a different data product
type. The Plane metadata includes a number of Metrics that describe the data content through
various measured quantities (source number density, background, flux density limit, etc.). Finally,
each Plane includes provenance metadata describing how it was created and providing links back
to input data (one or more Planes). This is a single step in the entire provenance of the product,
but the entire sequence can be followed (back to the raw data Plane) if desired.
Each Plane is made up of one or more Artifacts. Artifacts exist outside the metadata and are
typically files stored in the data archive (but could be kinds of resources like database tables
containing catalogues). For downloadable data products, the Artifact is generally the unit of
download.
Each Artifact is made up of one or more Parts. A Part is a logical substructure within the Artifact,
for example a single extension of a multiextension FITS file or a single file within a TAR file. The
supported structures in the current version of CAOM allow for a single layer rather than an
arbitrary hierarchy of components. This supports FITS structure but may need to be extended to
support structures with more general hierarchical structure (e.g. measurement sets).
Each Part is typically a single data array of arbitrary dimensions and is itself subdivided into
Chunks. A Chunk is a subset of the array. A Chunk is a quantitatively defined subset of the array. In
most cases, a Part has a single Chunk which is the entire array. However, some data is packaged
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such that different parts of the array contain logically distinct things (e.g. a 2D array containing a
spectrum where one row of pixels contains wavelength, one contains flux, one contains errors or
noise, one contains normalised flux, etc.). The Chunk metadata supports most of the FITS WCS
standard plus some less specific characterisation of the data axes. Although this subdivision of Part
into one or more Chunks does work for the intended use case (data scenario) it is inflexible and
easy to mischaracterise data so it may be revised. In general, the Part and Chunk portion of
CAOM is somewhat FITSspecific and the model may need to be extended to allow for other kinds
of Artifacts (polymorphism) if a general pattern that works for all types is not feasible.
CAOM has been designed to support both public and proprietary data and metadata. Observation
and Plane metadata must each be made public (metaRelease timestamp in the past) or it is
proprietary by default. The Plane can have public (dataRelease timestamp in the past) or
proprietary data, although in this case this metadata may just be a prediction of what access
control restrictions to expect when accessing the (separate) data access/delivery system. The
model includes loosely coupled ReadAccess tuples that grant access to proprietary metadata and
data. In the CADC, these tuples are generated and used to enable access to groups (of users).
Services that provide access to metadata enforce the proprietary access rules for all users;
authenticated users may be able to access additional (nonpublic) information if they belong to
the appropriate groups. The main point is that the same system supports both public and
proprietary metadata and data (access control and permissions are very loosely coupled) and
users use a single system to access the science archive.
One of the primary features of CAOM is that it is designed to support the harvesting of metadata
from upstream producers to downstream service providers. The main entity classes of the model
include a unique entity identifier and last modification timestamp so that all participants can
determine which entity they are working with and if it is up to date with respect to another copy
of that same entity. These features are used within the CADC to implement efficient incremental
harvesting from upstream science archives (equivalent to the core SDP data layer) to data
warehouses that support user services such as web query interfaces and VO protocols. Some of
the CAOM metadata is marked as computed; this generally means that these fields do not need to
be generated, serialised, and stored as part of the upstream (primary) persistence layer activities.
Instead, they may be computed when harvesting the CAOM entities into a system that directly
supports userfacing services. ReadAccess tuple are also harvestable entities (unique identifier and
modification timestamp).
In an RDBMSbacked persistence layer, each entity (Observation, Plane, Artifact, Part, Chunk) is
stored in a single table. There are thus five tables needed to store instances of the model; the
unique entity identifiers act as primary and foreign keys so efficient joins are straightforward to
implement. If the optional access control system is needed to support proprietary metadata and
data, an additional three tables for ReadAccess tuples are required.
Status and Resources: UML diagrams and opensource software to work with the complete CAOM
data model, including XML serialisation with full schema validation, are available for Java and
Python at the project web site: 
https://code.google.com/p/caom/
A persistence layer library supporting core persistence in any RDBMS will be made available by the
end of 2014. An extension to the persistence layer that supports storing computed metadata in a
PostgreSQL server specifically to support user services will also be made available; extensions to
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support nonstandard data types (e.g. geometric shapes in spherical geometry) would need to be
implemented for other servers.

9.1.3 DataPackage and DataProduct Definition
The following are requirements that relate to the data product types that need to be supported.
These have been added to give some background to the following data product definition
discussion.
Req #

Short Description

Description

SKA1SYS_REQ2336

Standard
products

Standard pipeline products. All pipelines shall
include as data products the pipeline processing
log, and Quality Assessment log.

SKA1SYS_REQ2340

Continuum
imaging data
products

Continuum imaging data products. The Data
Products shall include the first 
n
moment images
for multifrequency synthesis, corresponding
residual images (if deconvolved), sensitivity
image and representative PSF image, where 
n
is
set by signal to noise ratio.

SKA1SYS_REQ2342

Spectral line
emission data
products

Spectral line emission data products. The data
products shall include spectral line cube images,
continuum model images, sensitivity images, and
a representative point spread function.

SKA1SYS_REQ2344

Spectral line
absorption data
products

Spectral line absorption data products. The data
products shall include spectral line cube image,
continuum model images, sensitivity image, and
representative point spread function.

SKA1SYS_REQ2346

Slow transient
data products

Slow transient data products. The data products
shall include a catalogue of found sources, a
sensitivity image, and representative PSF image.

SDP_REQ271

Data Products

The archive shall support an extensible set of
data products resulting from observing modes
and science cases, which include but are not
limited to the following types: Continuum
imaging, spectral line emission and absorption,
and slow transients. The term support refers to
the capability of ingesting, indexing, performing
lifecycle management and redistributing data
products based on their type.
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SDP_REQ87

Archive Data File
Formats

The SDP AAD MODEL shall support the data
visualisation by providing science data products
in CASA image, HDF5, and FITS file formats.

TABLE 1
: DATA PRODUCT REQUIREMENTS
The L1 requirement set mentions these science data product types:
●
●
●
●
●
●
●
●
●

Pipeline logs and QA logs
Spectral line cube image (absorption and emission)
Continuum model images
Sensitivity image
Representative PSF image
Moment images for multifrequency synthesis
Corresponding residual images (if deconvolved)
Sensitivity image
Source catalogue

Of particular note from the table is SDP_REQ271 “Data Products”, as the only conclusion that can
be drawn from this is that in defining a data product we cannot provide a closed set of examples.
For the continuum case, the data products carry a multiplicity set by the signal to noise ratio. In
general, data products can consist of just a single DataObject or be a logical (i.e. a collection of
pointers to individual objects) or physical (i.e. an archive DataObject format like zip or tar)
association of many individual DataObjects. Catalogues might be persisted and provided as a
database interface, i.e. based on the IVOA cone search protocol. In addition, a number of the
individual product types above are meaningless without the context of the rest of the associated
products. In particular, data releases will require packing a whole set of data products into a data
package, including the logs and some description as well as copyright and usage notes. This is a
quite standard procedure in many existing astronomical archives and requires both software and
operational support. For instance, the ALMA archive features a socalled request handler which
takes care of packing the relevant DataObjects and products into a coherent package as a
response to an archive request. However, there is currently no L1 requirement to form and deliver
data packages rather than just individual products.
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FIGURE 12
: DATAPACKAGES CONSIST OF DATAPRODUCTS OF VARIOUS TYPES AND DATAPRODUCTS ARE AN INSTANCE OF
CONTAINERDATAOBJECTS, WHICH CONTAIN ONE OR MANY BASIC DATAOBJECTS.

DataObjects and thus also DataProducts are not defined by a file format and different file formats
are adequate for different purposes (see data format section); nonetheless, requirement
SDP_REQ87 defines multiple file formats. DataObjects allow for serialisation methods.
DataPackages consist of DataProducts of various types and DataProducts are an instance of
ContainerDataObjects, which contain one or many basic DataObjects. Since DataObjects are
designed to be able to either contain the data or refer to the actual data using a URI, this model
already allows for both logical and physical DataPackages as well as references to complex services
like IVOA Cone Search. The recursion in Data Packages allows to implement higher order packages,
e.g. single observation, an observing run and a whole observing program. The
ContainerDataObject is also derived from the DataPackage, and thus inherits access control and
other metadata capabilities.

9.1.4 Data Product Parts
Here we define a data product in terms of its representation within DATA.
There are several distinct parts to a data product that need to be managed
1. The data part or a URI referring to the actual data
2. The observation metadata part, typically implemented as UserMetaData in a DataObject 
in general this can be implemented as a DB relation
3. Access control and ownership part, implemented as a DataObject ACL
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9.1.5 Data Product Data Part
The data part of the data product will be, or refer to, a collection of DataObjects as completed by
the pipeline processing on the various Compute Nodes/Islands. This collection will need to be
moved to a lower level storage tier by some kind of HSM in order to free the precious high
performance storage tier and also to ensure that the data resilience goal is met (see section Data
Resilience).

9.1.6 Data Product Observation Metadata Part
The searchable components of the metadata will be stored in a database optimised for IVOA
compliant access and based on a data model like CAOM (see section Metadata Scheme), and
referred to in the DataProduct UserMetaData parameter. One important part of the metadata is
its relation with the observation management metadata maintained by the Telescope Manager.
Larger artifacts associated with the metadata may need to be stored in a separate storage, similar
to that for the “data part” of the product.

9.1.7 Access Control Metadata Part
See Policy Driven Functionality.

9.2 Raw Data Reception
The reception of correlator data is part of the CSP to SDP Interface [AD03]. Here is therefore only a
short outline of the envisaged mechanism from the data layer perspective:
LMC provides a Physical Deployment Graph to the Data Manager which in turn instantiates the
required DataObjects and opens the port for the reception of blocks of correlator data from CSP.
Once the transfer from CSP is complete, the DOs are ready for the ingest pipeline.

9.3 Ingest Pipeline Interface
9.3.1 Ingest steps
The ingest pipeline will preprocess the observed data. It can consist of the following steps:
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●

Flagging and excision of bad data (mainly due to RFI).
Bad data will be flagged using methods as available in, for example, Andre Offringa’s
AOFlagger. Usually flaggers can do a better job when data windows are larger. However, it
requires buffering data and leads to latencies which may be unacceptable for the transient
imaging pipeline.
Furthermore, data can be flagged or excised for known RFI sources.

●

Subtraction of strong sources in the sidelobes, especially for SKALOW.
This is also known as demixing.

●
●
●
●

Calculation of the UVW coordinates from the time centroids coming with the data. The
Telescope Model will be doing the actual calculations.
Calculation of the data weights using the autocorrelations and the valid data fraction
coming with the data.
Average the data in time and/or frequency.
Metadata collection

The ingest component needs data from various input streams and will write one or more output
streams. The DATA layer has to provide the means to read and write the data and, if needed, do
byte swapping to get the correct endianness.
Furthermore, the DATA layer has to support versioning of the DataObjects to make data format
evolution possible. It has to be decided if the DATA layer maps DataObjects to the requested
version, or that the component should be capable of handling multiple versions.

9.3.2 Ingest input
The data layer has to facilitate access to the following input data:
1. The observed data coming from CSP. It will be a continuous stream of DataObjects tagged
with a bit of metadata to know the time, frequency group, baseline, etc.
2. The metadata from the telescope model telling the details of the observation. Either the
DATA layer or the LMC layer has to provide access to them.
Note that calibration and imaging may need an accurate calculation of the beam, so the
metadata should contain sufficient information to make it possible.
1. Source model of the sources to subtract. The DATA layer has to provide access to the
source model data store to get the model of the sources to subtract.
2. Known RFI sources. The DATA layer has to provide access to such a data base.
3. Auxiliary ‘configuration’ data files:
● Casacore measureslike files telling e.g. the leap seconds and other information needed for
the calculation of accurate UVWcoordinates.
● If FFTW is used, a wisdom file containing precalculated plans.
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It’s not clear yet if the DATA layer provides access to such files or if they are read directly.

9.3.3 Ingest output
Ingest has various outputs:
●

●

●
●

One or more StreamingDataObject augmented with (references to) metaDataObjects.
Each stream can have had a different way of preprocessing, e.g., there can be streams for
continuum and spectral line data processing, each averaged in a different way. Each
StreamingDataObject and its associated meta DataObjects will form a
ContainerDataObject as outlined in the DataObject model.
Meta data objects containing the information collected from the Telescope Model. The
DATA layer has to store these objects and return an ID that can be used as a reference in
the ContainerDataObjects.
Gain parameters from the solve during the subtraction of sources. The DATA layer has to
store them in a parameter data store.
Statistics about the amount of data flagged, subtracted sources, and more. The DATA layer
has to store this information.

9.3.3.1 Output visibility Data Object format
The 
MeasurementSet
(MS) definition can be used as the basis for the definition of such a
ContainerDataObject . A single container contains the data of a single time slot and baseline, but
of multiple frequencies and multiple polarisations. Typically it will contain the following fields,
where it is assumed that the ContainerDataObject contains a reference to one or more global
metadata objects (containing telescope layout, frequency setup, field center, etc.) to avoid data
bloat.
Similar to the MS format, the data can be be an array of 
nf
frequencies and 

nc
correlations
(polarisations). Note that the DataObject design enables a single container to refer to e.g. all
correlations, but spread over multiple basic DataObjects, which in turn can be distributed across
multiple data and compute islands.
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FIELD

TYPE

SHAPE

DATA

complex<float>

nf,nc

FLAGS

bool

nf,nc

COMMENT

Not strictly needed; WEIGHT==0 is the same.
A single flag per visibility is assumed to be
sufficient.
Shape could be 
nf,1
if all polarisations have the
same flag (e.g., for SKALOW).

WEIGHTS

float

nf,nc

UVW

double

3

TIME

double

mid of exposure interval

EXPOSURE

double

exposure time in seconds

BASELINE

int16

2

in meters

antenna ids forming the baseline.
The antennae setup is described in the
metadata.

OBSID

int64?

id of observation in metadata

FREQGROUP

int16

id of frequency group in metadata

CORR

char

FIELD

int16

nc

bit pattern indicating the polarisations used
(XX,XY,YX,YY)
id of field definition in metadata

TABLE 2
: VISIBILITY DATAOBJECT ATTRIBUTES
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9.4 Database Services
9.4.1 Database Technology & SDP Use Cases
The data layer provides a database interface for transparent access to both the telescope state
repository (via LMC) and to data local to the SDP. [RD01] discusses four potential database use
cases: Data Management, Science Archive, Sky Model, Observation Catalogs.
Pending the definition of availability requirements, the ICD with the Telescope Manager and the
actual needs of Processing Components, one can only make general statements about the
suitability of certain DB technologies.
The current technological trends are progressively thinning the gap between object
stores/distributed filesystems and databases. Sometimes it is hard to distinguish one from
another. When dealing with unstructured data modern databases embarrassingly resemble object
stores. On the other hand some object stores explicitly utilise a distributed database engine to
track data.
Traditional database technology that dominated the market for the past 40 years is facing severe
limitations concerning scalability and inflexibility of the data model. There is a raft of new
database families and products on the market. Their basic properties are given in below tables:

Data Model

Performance

Scalability

Flexibility

Connectedness

Functionality

Key–value
Stores

high

high

high

low

Columnfamili
es Store
high

high

moderate

low

minimal

high

low

variable (low)

variable (none)

Document
Database

variable (high)
high

Graph
Database

variable

variable

high

high

graph theory

Relational
Database

variable

variable

low

moderate

relational
algebra

TABLE 3
:
RATING OF DATABASE FAMILIES AGAINST KEY DESIGN ATTRIBUTES
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Data Model

Data Format

Key–value
Store

Unstructured

Volume

Velocity In

Velocity Out

Variety

Connectedness

High

High

High

Low

Medium

Medium

Low

Low

Medium

Medium

Low/Medium

Low

High

Medium

Medium

Medium/Large

Columnfam
ilies Store
SemiStructured

Medium/Large

Document
Database

Structured/SemiS Medium/Large
tructured data
High

Graph
Database

SemiStructured

Small

Structured

Small/Medium Low/Medium Low/Medium

Low/Medium High

Relational
Database

TABLE 4
: RATING OF DATABASE FAMILIES AGAINST BIG DATA V’S
The main threats with database products, especially due to the dynamic technology and market
situation are:
●
●
●
●
●

Maturity: stability and completeness of the product
Features: the degree the product fits the project
Lifetime: product lifetime
Management: skill level required to manage the product
Licensing: risk of changing license policies

9.5 LMC and the Data Layer
The LMC subsystem’s primary function will be to monitor the various state based and
configuration data elements as well as coordinating the control aspects of the SDP. The data layer
within the SDP facilitates the exchange of LMC data across the SDP subsystems and provides
application specific access methods.
The metadata captured by the LMC needs to be stored and arranged in such a way that will allow
users to easily retrieve and reconstruct the exact state the various instrumental components were
in when a specific data set was recorded and processed. The main stakeholders of the SDP will be
the Telescope Manager (TM), operations engineers and scientific users among others. Each of
these users will have slightly different but overlapping views into the metadata managed by with
LMC. This implies that the data retrieved by users needs to be delivered in a format that is
conducive to their needs.
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9.5.1 Involved Systems
Control systems are essentially computer systems that interface to various specific hardware and
software systems that monitor and control a real world instrument, process, or device. Each
control system has a basic set of components that make up its architecture and the architecture of
the SDP LMC.
Remote Terminal Unit (RTU): Interfaces to various physical sensors and actuation devices in the
field. These devices have the capability to take a digital signal and convert it to a normalised
analog output to drive an actuator i.e. telescope pedestal, or they can receive an analog signal
from a field device and sample it into a digital value i.e. temperate or current sensor.
Programmable Logic Controllers or PLCs are usually the preferred type of hardware as they are
cheap, sturdy and highly configurable. These units are also found in abundance in building control
systems. These systems monitor important environmental controls critical for the safe and
efficient operation of data centres that usually house millions of dollars worth of computing
equipment.
Supervisory System: Responsible for monitoring (acquisition) the process/devices and issuing the
relevant commands (control) to the RTUs to drive it to a known steady state. There will be various
state based and configuration repositories that will hold the control instructions required for
constructing and executing a logical graph within the SDP pipeline(s).
Communications Network: RTU's interface to a supervisory system over a communications
network using protocols like Modbus or OPC. Supervisory networks can span multiple LANs over
multiple geographic locations. The management, monitoring, and control network will operate on
a parallel but separate network to the main data network so as to not interrupt the operations of
either.
Data Acquisition System: Responsible for accumulating and storing the monitoring data gathered
across the process/system. The data is usually stored in a repository as a single value with a time
stamp. Nearly all the data handled and stored by interferometers are time sensitive. Therefore,
careful consideration needs to be taken into account when designing the repository schemas.
Historian: The Historian is a software subsystem that can be queried by operators to get specific
alarming events and sets of monitored points from the acquisition system to populate a graph to
see how the system has behaved over time. The data accumulated by the LMC will be stored in a
series of repositories fit for purpose.
Human Computer Interface (HCI): A portal to allow an operator to interface with the data
acquisition and supervisory system. This is usually achieved through a set of client programs and
APIs with easy to use interface controls (keyboards, mouses, haptic sensors and push button
terminals). The HCI is also responsible for displaying alarms, metrics, set points, rendering graphs
(Historian output) and accepting control inputs (set points, actuation changes, alarm
acknowledgement etc) from an operator for delivery to the supervisory system and eventually to
the RTU/device.
Apart from operator screens and input control, the LMC will also expose a highlevel API to the
various telemetric and configuration repositories managed by the SDP LMC. The implementation
of such APIs will collate, transform and deliver metadata sets specific to the various user
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requirements. The data will likely be delivered in a format that can be directly consumed by
pipelines in a programmatic way without human intervention i.e. JSON.

9.5.2 Separation of SubSystems

Data

LMC

●

Sensor Points (hard and
soft points)

●

RTU (hardware and
software infrastructure)

●

Metadata data structures

●

Supervisory System
(software)

●

Communications Network
(hardware infrastructure)

●

Metadata and sensor point
acquisition and recording
(software)

●

Historian (software)

●

SDP specific HCI (software)

TM
●

Telescope HCI (via
screens and APIs)

TABLE 5
: SEPARATION OF CONTROL SUBSYSTEMS

9.6 Processing Component Control
Previous sections defined 
DataObjects
,
Data Island
,
Data Manager
,
Container and 
Component
.
This section uses these concepts to describe data driven and graphbased processing, and in
particular, issues related to (1) supporting iterative, stream processing, (2) mapping the logical
dataflow to the physical dataflow, and (3) graph execution engine.
A processing pipeline specifies its dataflow graph as a 
logical graph of 
components linked by
connectors sending messages from one component to another. An example logical graph for the
continuum imaging pipeline is shown in the diagram below, where ellipses represent DataObjects
(rather than messages) and the smaller, filled circles are processing components. It is worth
emphasising that whether “sending” a DataObject will incur actual data movement is a concern of
physical dataflow, is not addressed in this section. For example, if data reordering (e.g. corner
turning) is required, the physical graph may need to facilitate data exchange amongst different
islands or nodes, but it is also possible such a crossisland/nodes exchange is not needed if the
whole datasets can be accommodated within a single island. We will provide an example of
supporting data reordering in the following (logical) data driven graph.
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FIGURE 13
: A LOGICAL GRAPH EXAMPLE OF THE CONTINUUM IMAGING PIPELINE

9.6.1 Stream and Iterative (Cyclic) Processing
To support the iterative, streaming nature of the SDP dataflow (as shown above), we propose two
approaches. In the first approach, we create a special DataObject called “StreamDataObject” (see
the UML diagram of DataObject in [RD01]). The stream DataObject receives data from an external
data producer, stores it to a temporary buffer, triggers a stream processing component to
consume a “chunk” of data as soon as the buffer is full, and incrementally accumulates the stream
processing result which is associated with the StreamDataObject itself (via 
writeMetaMethod
,
UserMetaData
,
checksum
, etc.).
An alternative approach is to tag each DataObject with a timestamp  an epoch that identifies a
unique set of samples produced for a particular time duration. This can be achieved by borrowing
the notion of “timely dataflow” from the Naiad framework [RD04]. By adding time epochs,
different components are able to concurrently process different epochs of data samples
independently (i.e. task or pipelined parallelism). The following diagram shows how streaming
processing is enabled in the Logical Dataflow. This should be contrasted with the pure batchbased
processing (i.e. Hadoop [RD03]), which is limited in supporting stream processing. However, the
issue with adding a simple epoch to each DataObject is that if the processing is iterative, one
cannot differentiate DataObjects bearing the same time epoch from one iteration to another (in
order to track # of iterations or dynamically spawn iterationspecific branches, etc.). To support
iterative processing, the timestamp can be structured in a hierarchy where each iteration step has
its own iteration identifier within a specific Loop Context (similar to the notion of “Namespace”).
Since a Loop Context can be embedded within another Loop Context, each iteration has a unique
epoch identifier. The following pseudo code shows how 
Timestamp callbacks support nested Loop
Contexts:
class Timestamp {
epoch: long int
loop_counters: List<int>
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void enterLoop() {
loop_counters.append(0)
}
void exitLoop() {
loop_counters.remove(1)
}
void completeNextIter() {
loop_counters[1] += 1
}
}

Figure 16 shows a “timely” logical dataflow supporting streaming and iterative processing based
on the Naiad framework. In this fictional example, components are independently (thus
concurrently) executing tasks on DataObjects of different timestamps. For instance, while the
image deconvolution component is working on the Residual Image DataObject from epoch k – 3
(iteration number 1), the Gridding component is still working on DataObjects from epoch k – 2.
This illustrates how the logical dataflow can support streaming processing via pipelined
parallelism.
The first approach (i.e. the stream DataObject) is more suited for the data ingestion pipeline, and
the second approach (tagging timestamps) is more flexible in dealing with iterative pipeline,
although it does require a greater number of DataObjects (each chunk is a DataObject), creating
increased management overhead. But the second approach provides a simple way to maximise
the utilisation of the computing resources without having to execute multiple, concurrent graphs
or pipelines, which would make it very challenging to manage, schedule and monitor (at least at
from the beginning).
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FIGURE 14
: A TIMELY LOGICAL DATAFLOW SUPPORTING STREAMING AND ITERATIVE PROCESSING
Another issue is whether a DataObject should always be immutable. If this is the case, each
iteration involves dynamically creating new DataObjects (with new timestamps). The total number
of DataObjects is nondeterministic before executing the graph and depends largely on the number
of iterations needed to reach the threshold. As a result, the number of DataObjects could be
excessively large and beyond control. Mutable DataObjects avoid such uncertainty but may
introduce more complexity in data lifecycle management.

9.6.2 Mapping from Logical Graph to Physical Graph
The mapping consists of two steps. The first step produces a completely (logical) data driven graph
from the original logical dataflow. The second step produces the physical graph from the data
driven graph.

9.6.2.1 Generating the Data Driven Graph
This step involves converting the logical dataflow to a data driven graph, identifying all existing
DataObjects and inserting new DataObjects or components, and attaching consumer and/or
producer components to each DataObject.
In the logical dataflow shown above, components drive the execution of dataflow by “passing”
around DataObjects, and maintain internal states in order to determine the temporal order of
processing DataObjects based on the dataflow definition. Given the challenging data volume and
data rate facing SDP, we first convert it to a data driven graph. The diagram below exemplifies a
logical dataflow with typical graph topologies including loop, fork, and join. The input component
(0) takes DataObject 
A and passes it onto (1), which checks if 
A is converged. If so, it produces the
final result DataObject 
D
, and outputs to the component (6). Otherwise it passes 
A to component
(2), which splits 
A into three parts for data parallelism. Each split of 
A (i.e. 
A0
/
1
/
2
) is processed by
a component (3.0/1/2), each of which in turn produces a separate DataObject (e.g. 
B0
/
1
/
2
). This is
repeated over 
A1
/3.1/
B1 and 
A2
/3.2/
B2
. Component (4) then “gathers” all DataObjects 
B0
,
B1
,
and 
B2, and jointly processes them to produce the output DataObject 
C
. Component (5) then
processes 
C and updates DataObject 
A
, which is sent back to component (1) for convergence
checking, starting the next iteration.
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FIGURE 15
: A LOGICAL GRAPH WITH TYPICAL GRAPH TOPOLOGIES
To really execute this dataflow, component (2) has to understand the internal data model and
format of DataObject 
A in order to split its data in a meaningful way. Component (4) has to
maintain a state, recording DataObjects that have arrived in a given iteration in order to
implement the join operator. This is in contrast to the SDP data driven architecture, where a
component is completely stateless and focuses solely on algorithm development and optimisation
without having to deal with data management and dataflowspecific issues, which should be part
of the DATA layer services. Therefore, we convert it into a data driven graph as shown below
based on some simple rules. This conversion should be completely automated.

FIGURE 16
: DATA DRIVEN LOGICAL GRAPH CONVERTED FROM PROCESSINGDRIVEN GRAPH IN FIGURE 17
The diagram above is the result of converting the processingdriven dataflow into a data driven
dataflow. Notice that some new elements (DataObjects and components) are generated to
facilitate such a conversion. Each DataObject is attached with producers and consumers, which
are simply software wrappers around those processing components in the original logical
dataflow. The generation of wrappers is facilitated through automated code generation.
The graph is now data driven, cascading execution from one DataObject to the next: Once data
ingestion is completed, DataObject A triggers its attached “condition checking” consumer (1),
which consumes data from 
A
, calculates the condition, and produces DataObject D if the condition
is true, or returns to 
A otherwise. 
A then activates a list of “data processing” consumers (2.1, 2.2
and 2.3) concurrently, each of which is provided with a parameterised partitioning function and
produces an intermediate DataObject (
A0
,
A1
, and 
A2
). Once 
A0
’s data is completely produced, it
triggers its own consumer (3.0) to process that split, and produces DataObject 
B0
/
1
/
2
. Object 
B is
an artificially inserted container DataObject having three children DataObjects – 
B0
,
B1 and 
B2
.A
component DataObject waits until all of its children DataObjects are completely ready before
firing its own consumer component (e.g. (4) in this example). Thus the “join” behaviour is
completely driven by the container DataObject rather than any processing components.
Component (4) consumes the DataObject 
B (which in turn provides access to data from all of its
children DataObjects) and produces DataObject 
C
. DataObject 
C triggers component (5) that
consumes itself and updates DataObject 
A
, completing this iteration. A newly inserted counter
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modifier (optional) could be placed at the end of an iteration to track the number of iterations and
to increment the loop counter as discussed in the previous section.

FIGURE 17
: A DATADRIVEN LOGICAL GRAPH THAT SUPPORTS DATA EXCHANGES
Data exchange that involves data reordering or corner turning is also supported by the use of
container DataObjects. The diagram above shows an example, where data parallelism is exploited
by two identical subgraphs. However, component (4) requires data exchange between two
parallel data streams (e.g. due to data reordering, see examples of such reordering in [RD05]). To
express such data exchange during generating the data driven graph, children of a particular
container DataObjects originate from multiple subgraphs. In this example, DataObject 
B will not
trigger component 4 until it receives the notification on the completion of DataObject 
B0’ (sent by
component 3.0 in the bottom subgraph).

9.6.2.2 Generating the Physical Graph
The diagram below exemplifies mapping the logical dataflow into a static physical graph
distributed on Data Islands and Compute Islands. When performing such a mapping, it follows
some basic “heuristics”, for example, the data ingestion component is replaced by 
a set of vertices
across multiple data islands if a complete data parallelism can be achieved (e.g. when no data
ordering is required). In this case, each Data Island works only on a subset of an observation, and
the physical graph is simply “cloned” into many instances, each is allocated heterogeneous
computational resources on a Data Island. A Data Island provides a logical address space that
supports data used by a series of tasks running concurrently on several Compute Islands. Data
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Parallelism (SPMD, i.e. the same/single processing on multiple different subbands) is at the Data
Island level, and Task Parallelism is at the Compute Island level (different compute islands
concurrently execute different tasks on datasets of different time epochs). Since a Data Island
provides a single logical address space, actual data can be pulled from the shared "buffer" space
rather than being explicitly moved around. This is one of the key reasons we define Data or
Compute Islands.
Notice that each component (dark, filled small circle) in the original logical graph is mapped onto a
container (empty small circle) in the physical graph.
For dataflows that require data reordering (corner turning), the container DataObject will expect
the notification (on the completion of children DataObjects that reside outside of the current Data
Island) from the Exchange Service, which receives the notification from other Islands (essentially
one of the producers from another Island). The actual data is then pushed to the ‘target’ island via
the Data Manager. It is also possible that some intermediate data or result such as local sky model
or ionosphere model, calibration solutions (irrelevant to the diagram below) need to be
communicated to other Data Islands.
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FIGURE 18
: A SIMPLIFIED VIEW OF MAPPING FROM THE LOGICAL GRAPH TO THE PHYSICAL GRAPH

9.6.2.3 Graph execution engine
During the execution of the physical graph, each 
component is provisioned as a 
Container
(discussed in the previous sections) with all required software libraries and kernel services to
execute the component. Conceptually, in the DataObject UML class diagram [RD01], the 
Container
is the 
ContainerDataObject
, which has a subclass called 
AppDataObject
, from which the
Consumer class inherits. When an abstract DataObject triggers the execution of an attached
consumer component, it first calls the 
run() method of the 
AppDataObject
, which in turn
instantiates the designated 
Container and executes the “contained” processing component
afterwards.
Since the physical graph is “executed” by letting DataObjects successively trigger their consumers
and be notified by their producers, the graph engine is not directly involved in driving the
execution of the graph. But from the monitor and control viewpoint, to efficiently support the
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relationship between DataObjects and producers/consumers the graph engine uses the relational
database to track the progress and maintain the execution.
The diagram below shows the graph execution engine (i.e. the Data Manager) that maintains
several relational database tables in order to (1) create the DataObjects on computer islands, and
(2) track the execution by receiving notification messages (arrows from Compute Islands to the
Data Island). The object table keeps the socalled “active DataObjects” representing the set of
DataObjects that are currently being consumed or being produced by some consumer/producer
applications. This is useful to keep track of the current dataflow progress and frontier.

FIGURE 19
: A SIMPLIFIED VIEW OF GRAPH ENGINE DESIGN

10 QA  Data Release Management
The current understanding is based on existing science archive implementations. Assumptions:
●
●
●

The system needs to support multiple different proprietary periods for data products,
ranging from immediate release to several years.
There will be a group and role based authentication and authorization system available.
The science archive system has access to information about principal and coinvestigators
of an observing program.
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●
●
●
●
●

●
●

The system needs to support data releases to authorized group members within the
proprietary period.
Group members for data access are all principal and coinvestigators of an observing
program, SKA operators and SKA scientists.
Everybody in the data product access group has the same rights but the PI will be able to
revoke or add group membership.
In order to get access to a proprietary data product, users need to authenticate with the
SKA science archive system and be a member of the access group for that data product.
Data products can inherit access rights and restrictions from parent products or through a
logical combination of products. This will allow, for example, the release of all products of
an observing run.
After the proprietary period, a data product will be released automatically without further
human intervention required.
The system has to support the release of data products of an observing program in
granular junks. This means releasing some part of the data before the whole program is
finished.

11 Data Challenge Results
Given the long lead time and extreme technical challenge, the data layer designers address key
and risk items by conducting studies and experiments within the project and with industrial
partners in the form of Data Challenges. The results of Data Challenges 1 to 3 of 5 are available at
this point. Some of the results are embedded in the document above, other important areas are
covered in a more systematic way in the text below. This information is not part of the SDP design
and provides insight into the problem areas.

11.1 Profiling and Benchmarking
The following observation was made:
●

The compute efficiency (i.e. the ratio between the actual processing performance and the
peak performance supported by the underlying hardware) of typical current day
supercomputers is optimised towards the Linpack benchmark, which often exceeds 90%.
But a significant portion of Radio Astronomy processing is dominated by FFT, which has an
average efficiency of 7% (based on 366 computer systems reported on the HPCC website),
an order of magnitude lower than Linpack. Since 
a single Compute/Data Island consists of
multiple physical nodes with (lowlatency) interconnects, the Global FFT result reported by
HPCC is relevant to the SDP design context. Moreover the FFT SDPMEMO [RD28] has
clearly stated that the Local FFT (within a node) also has a relatively poor efficiency. The
plot below is based on the SDPMEMO FFT, which shows on GPUs (considering data
transfer), the FFT efficiency is below 3%, on CPU systems. The FFT efficiency is somewhere
between 7% to 18%, depending on the underlying FFT libraries and the level of
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multithreading.

FIGURE 20: 
LOCAL FFT EFFICIENCY BY PROCESSOR AND PRECISION
●

Global file systems were identified as bottlenecks, because I/O does not scale with the
number of nodes. Local file systems do not have this limitation but obviously require a
strictly parallel processing scheme. Hybrid storage solutions associated with clusters of
nodes may prove to be the most versatile approach.

●

A profiling framework was developed to integrate various performance metrics / time
series into a single, coherent profile along the time domain.

●

It was validated that we can accurately measure the FLOPS and CPU/Memory power usage
through the hardware counters (Performance Measurement Unit) within the Intel
processor; it is also possible to measure the chassis power consumption using IPMI.
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●

It was shown that the compute / power efficiency of the CASA CLEAN task (imaging tasks
without considering the Wterm, including gridding, FFT, and deconvolution, etc.) is less
than 0.5 GFLOPS/watt. The absolute compute performance is around 12 GFLOPS, which is
far less than the peak performance that can be provisioned by the underlying hardware.

●

It was shown that the compute / power efficiency of the CLEAN (imaging with 100 facets,
thus considering the Wterm) is merely 0.1 GFLOPS/watt.

●

It was shown that the compute / power efficiency of the WSCLEAN (a combination of
WSstacking and warped snapshots) is even lower  0.015 GFLOPS/watt although it has
recorded a slightly higher compute performance than CASA CLEAN: 15 GFLOPS

●

It was shown that the CPU package consumes far more power than the memory during
the execution of the above imaging pipelines. It can be inferred that 
the memory activity
(read / write transactions) level is less than what the Intel power regulatory algorithm is
currently providing – i.e. maximum memory usage has been achieved without requiring
the maximum DRAM power
. For the future work, scripts based on Intel hardware counter
will be developed to
measure the level of memory usage/bandwidth saturation against
the power.
This is also confirmed by the plots on I/O intensity, which shows that the
current hardware configuration (OeRC SKA test nodes) is able to match the estimated I/O
intensities (based on the parametric model document) of SKA1low, SKA1survey, and
SKA1mid.

●

It was shown that the "caching" effect of the the Linux Virtual File System, hides
substantial I/O during re(de)gridding.

●

It was shown that phase changing is easily exposed in the profiling plots, and can be
consistently traced back to domainspecific algorithm (e.g. for CASA CLEAN); it is also
possible to use time series segmentation algorithm to automatically detect more subtle
interarrival time phase changing in applications such as FITS compression and Lofar
NDPPP pipeline.

●

It was shown that there are positive/negative correlations between different files in terms
of IOPS over the time axis.

●

It was shown that there is interesting interplay between I/O and Compute, and its
existence depends on factors including I/O mode, block size, running mode; as a
byproduct developed a SSE4.2 based CRC32c python library that has achieved x5 ~ x10
speedup
on streamingbased CRC checksum.
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11.2 Data Formats
The data formats are important for interoperability, while the DataObjects in the storage or
archive are not necessarily needed to be in any currently known format, but rather need to be
optimized for performance. However, the data format is important for the end user, therefore the
system needs to provide an import/export functionality. This part of the document overviews
most of data formats currently used or proposed for use in radio astronomy.

11.2.1

CASA Measurement Sets (MS)

Data is handled in CASA and AIPS++ via the table system [RD06]. In particular, visibility data are
stored in a CASA table known as a Measurement Set (MS). All CASA data files, including
Measurement Sets, are written into the current working directory by default, with each CASA
table represented as a separate subdirectory as shown on example below.

FIGURE 21: 
CASA MEASUREMENT SETS

Due to such organisation, the additional care must be taken to ensure the integrity of all parts of
MS during the data transfer. Usually MS are archived into something like a tarball and then
transferred. This, however, requires additional disc, CPU, and memory resources.
Each “row” in a table contains entries for a number of specified “columns”. For example, in the
MAIN table of the MS, the original visibility data is contained in the DATA column — each “cell”
contains a matrix of observed complex visibilities for that row at a single time stamp, for a single
baseline in a single spectral window. The shape of the data matrix is given by the number of
channels and the number of correlations (voltageproducts) formed by the correlator for an array.
The table below lists the nondata columns of the MAIN table that are most important during a
typical data reduction session. Table 6 lists the key data columns of the MAIN table of an
interferometer MS. The MS is produced by fillers for specific instruments may insert special
columns,
such
as
ALMA_PHASE_CORR,
ALMA_NO_PHAS_CORR
and
ALMA_PHAS_CORR_FLAG_ROW for ALMA.
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TABLE 6
:
NONDATA COLUMNS OF MAIN TABLE
Casacore library allows one to use different storage managers that abstract the data through an
API. This allows one to use other than MS data, as long as the storage manager wraps it to
Casacore Storage Manager.

11.2.2

Flexible Image Transport System (FITS)

FITS is an open standard, defining a digital file format for storage, transmission and processing of
scientific images. The FITS format was first standardized in 1981; it has evolved gradually since
then, and the most recent version (3.0) was standardized in 2008. FITS was designed with an eye
towards longterm archival storage, and the maxim once FITS, always FITS, represents the
requirement that developments to the format must be backwards compatible.

11.2.3

Image data

The image metadata is stored in a humanreadable ASCII header. The information in the header is
designed to calculate the byte offset of some information in the subsequent data unit to support
direct access to the data cells. Each FITS file consists of one or more headers containing ASCII card
images (80 character fixedlength strings) that carry keyword/value pairs interleaved between
data blocks. The keyword/value pairs provide information such as size, origin, coordinates, binary
data format, freeform comments, history of the data, and anything else the creator desires: while
many keywords are reserved for FITS use, the standard allows arbitrary use of the rest of the
namespace.
A data file in FITS format consists of a series of Header Data Units (HDUs), each containing two
components: an ASCII text header and the binary data. The header contains a series of header
keywords that describe the data in a particular HDU and the data component immediately follows
the header.
The first header in a FITS file is known as the primary header, and any number of extensions can
follow the primary HDU. The data unit following the primary header must contain either an image
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or no data at all, but each extension can contain one of several different data types including
images, binary tables, and ASCII text tables. The value of the XTENSION keyword in the extension's
header identifies the type of data the extension contains.
The earliest and still most commonly used type of FITS data is an image header/data block. The
term 'image' is somewhat loosely applied as the format supports data arrays of arbitrary
dimension — normal image data are usually 2D or 3D (with the third dimension representing for
example time or the color plane). The data themselves may be in one of several integer and
floatingpoint formats, specified in the header.
FITS is also often used to store nonimage data, such as spectra, photon lists, data cubes, or even
structured data such as multitable databases. A FITS file may contain several extensions and each
of these may contain a DataObject. 
FITS also supports tabular data with named columns and
multidimensional rows. Both binary and ASCII table formats have been specified. The data in each
column of the table can be in a different format from the others. Together with the ability to string
multiple header/data blocks together, this allows FITS files to represent entire relational
databases.
FITS support is available in a variety of programming languages that are used for scientific work
including C/C++, C#, Fortran, IGOR Pro, IDL, Java, LabVIEW, Mathematica, MatLab, Perl, PDL,
Python, R, and Tcl. The FITS Support Office at NASA/GSFC maintains a list of libraries and platforms
that currently support FITS.
cfitsio
library supports tiling and several types of binary compressions.
Since it was developed more than three decades ago FITS has some significant deficiencies and
does not sufficiently well address modern requirements to handle large multidimensional
datasets. Its support for metadata is somewhat obsolete, inflexible, and insufficiently
standardised. There’s a paper currently in review in Astronomy & Computing on this.
Several formats have been developed, based on FITS.

11.2.3.1 UVFITS
AIPS uses UVFITS for storing the visibility data. 
In the UVtables form, the visibility data are written
as a FITS binary table, normally placed after the other table extensions [RD07].

11.2.3.2 PSRFITS
PSRFITS and PSRARCHIVE [RD08] were defined by the pulsar astronomers [RD09] to replace the
plethora of pulsar data formats which had been developed. It has definitions for both folded data,
filterbank data, and baseband nyquist sampled data. If it is needed by the pulsar teams (and
PSRFITS is not capable), pulsar software can also handle VDIF.
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11.2.4

RPFITS

RPFITS [RD10] is the datarecording format used since the mid1980s within the Australia
Telescope National Facility (ATNF) and is actively used due to its support by MIRIAD software.
RPFITS is used to record synthesis visibility data obtained from the Australia Telescope Compact
Array (ATCA) at Narrabri, NSW. It is also used for singledish spectral line data obtained from
Parkes and Mopra, including Parkes multibeam data.
While RPFITS superficially resembles random group, FITS differs in the following important
respects:
●
●
●

●

●

The block size is 2560 bytes rather than 2880.
All data (other than ASCII header information) are stored in VAX singleprecision floating
point format rather than IEEE 7541985.
The GCOUNT header parameter, which is meant to record the number of random groups,
is normally set to zero because, as a streaming format, there is no way of knowing the
ultimate length of the data when the header is written.
Several "scans" can occur in one file, each scan starting with an RPFITS header. However,
none of the headers follows the standard for FITS extensions. They start with 'SIMPLE='
rather than 'XTENSION='. Moreover, while socalled "RPFITS tables" are mostly
implemented using a private convention as a contiguous set of key records at the end of
the header, the flag (FG) table is written after the data in a header that begins with the
string 'TABLE FG'.
Angles in header key values are expressed in radians rather than degrees.

RPFITS is 
incompatible with standard FITS software such as FITSIO [RD11] and FTOOLS [RD12] and,
in particular, 
precludes
the use of 
fv
[RD13] GUIbased FITS browser/editor.

11.2.5

JPEG2000

JPEG2000 is a compr
ehensive, royalty free industry standard – ISO/IEC 15444. Due to the specific
focus of the standard on the large imagery, instead of consumer photography, the standard has
become widely adopted by industries such as medical imaging, meteorology and remote sensing,
Sun and planetary imaging, microscopy, etc.
JPEG2000 is not widely used in astronomy, but has been identified as a powerful standard to
enhance
the
functionality
of
astronomy
imagery,
especially
for
large,
multidimentional/multicomponent images on distributed storages [RD14], [RD15].
The main advantage offered by the approach used in JPEG2000 is the significant flexibility of its
codestream. The codestream obtained after compression of an image with JPEG2000 is scalable,
meaning that it can be decoded in a number of different ways. For instance, by truncating the
code stream at any point, a lower resolution or signaltonoise ratio representation of the image
can be attained; moreover, the truncated representation remains efficient in terms of the tradeoff
that it represents between fidelity and compressed size. By ordering the codestream in various
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ways, applications can exploit this socalled “scalability” attribute to achieve significant
performance benefits [RD16].
The following main features of JPEG2000 make it an attractive approach for astronomy:
●
●

●
●
●

●

●

●

●
●

●

High compression performance, substantially superior to JPEG
Availability of multicomponent transforms, including arbitrary intercomponent wavelet
transforms and arbitrary linear transforms (e.g., KLT, blockwise KLT, etc.), with both
reversible and irreversible versions
Multiple resolution representation
Progressive transmission (or recovery) by fidelity or resolution, or both
Lossless and lossy compression in a single compression architecture  lossless compression
is provided by the use of a reversible integer wavelet transform, and progressive
transmission of a lossless representation provides lossy to lossless refinement.
Random codestream access and processing, also identified as ROI: JPEG2000 codestreams,
offer several mechanisms to support spatial random access to regions of interest, at
varying degrees of granularity. These allow different parts of the same picture to be stored
and/or retrieved at different quality levels.
Error resilience – JPEG2000 is robust to bit errors introduced by communication channels,
due to the coding of data in relatively small independent blocks within the transform
domain.
Flexible file format – The JPX file format, in particular, allows for rich and flexible
description and composition of components. It allows images to be composed from any
number of independently compressed codestreams.
Extensive metadata support and handling.
Support for volumetric image cubes, either through the specific set of extensions in Part
10 (a.k.a. “JP3D”) or by using the extensive set of multicomponent transforms provided
with Part 2 of the standard.
Interactivity in networked applications, as developed in the JPEG2000 Part 9 JPIP protocol

11.2.6

HDF5

Hierarchical Data Format (HDF, HDF4, or HDF5) [RD17] is a set of file formats and libraries
designed to store and organize large amounts of numerical data. Originally developed at the
National Center for Supercomputing Applications, it is supported by the nonprofit HDF Group,
whose mission is to ensure continued development of HDF5 technologies and the continued
accessibility of data stored in HDF. HDF format, libraries, and associated tools are available under
a liberal, BSDlike license for general use.
HDFStructureExamples:
●
●

Datasets, which are multidimensional arrays of a homogeneous type
Groups, which are container structures which can hold datasets and other groups

This results in a truly hierarchical, filesystemlike data format. In fact, resources in an HDF5 file are
even accessed using the POSIXlike syntax /path/to/resource. Metadata is stored in the form of
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userdefined, named attributes attached to groups and datasets. More complex storage APIs
representing images and tables can then be built up using datasets, groups and attributes.
In addition to these advances in the file format, HDF5 includes an improved type system, and
dataspace objects which represent selections over dataset regions. The API is also objectoriented
with respect to datasets, groups, attributes, types, dataspaces and property lists.
Because it uses Btrees to index table objects, HDF5 works well for time series data. The bulk of
the data goes into straightforward arrays (the table objects) that can be accessed much more
quickly than the rows of a SQL database, but BTree access is available for nonarray data. The
HDF5 data storage mechanism can be simpler and faster than an SQL star schema.

11.2.6.1 LOFAR HDF5
LOFAR has adopted HDF5 [RD18].

FIGURE 22
:
LOFAR BEAM FORMED HIGH LEVEL DATA STRUCTURE; TABLES/ARRAYS ARE NOT SHOWN, BUT ARE IMPLIED AT THE
STOKES LEVEL
.
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FIGURE 23
:
LOFAR RADIO SKY IMAGE CUBES, HIGH LEVEL DATA STRUCTURE; TABLES/ARRAYS ARE NOT SHOWN, BUT ARE IMPLIED
AT THE DATA GROUP LEVEL.

11.2.7

ADIOS

ADIOS (Adaptable I/O System) from Oak Ridge National Laboratory is a stateoftheart
componentization of the I/O system that has demonstrated impressive I/O performance results on
leadership class machines and clusters; sometimes showing an improvement of more than 1000
times over well known parallel file formats. ADIOS is essentially an I/O componentisation of
different I/O transport methods. This feature allows flexibility for application scientists to adopt
the best I/O method for different computer infrastructures with very little modification of their
scientific applications. ADIOS has a suite of simple, easytouse APIs. Instead of being provided as
the arguments of APIs, all the required metadata are stored in an external Extensible Markup
Language (XML) configuration file, which is readable, editable, and portable for most machines
[RD21], [RD22].
In Casa Storage Manager section of this document discusses benchmarks and comparison
between ADIOS and HDF5.

11.2.8

NetCDF

NetCDF (Network Common Data Form) 
is a set of software libraries and selfdescribing,
machineindependent data formats that support the creation, access, and sharing of
arrayoriented scientific data. The format was originally based on the conceptual model of the
Common Data Format developed by NASA, but has since diverged and is not compatible with it.
The format is an open standard. NetCDF Classic and 64bit Offset Format are an international
standard of the Open Geospatial Consortium.
Version 4.0 (released in 2008) allows the use of the HDF5 data file format. Version 4.1 (2010) adds
support for C and Fortran client access to specified subsets of remote data via OPeNDAP [RD23].

11.2.8.1 ParallelNetCDF
An extension of netCDF for parallel computing called ParallelNetCDF (or PnetCDF) has been
developed by Argonne National Laboratory and Northwestern University. This is built upon
MPIIO, the I/O extension to MPI communications. Using the highlevel netCDF data structures,
the ParallelNetCDF libraries can make use of optimisations to efficiently distribute the file read
and write applications between multiple processors. The ParallelNetCDF package can read/write
only classic and 64bit offset formats.
Parallel I/O in the Unidata netCDF library has been supported since release 4.0, for HDF5 data files.
Since version 4.1.1 the Unidata NetCDF C library supports parallel I/O to classic and 64bit offset
files using the ParallelNetCDF library, but with the NetCDF API.
The software libraries supplied by UCAR provide readwrite access to netCDF files, encoding and
decoding the necessary arrays and metadata. The core library is written in C, and provides an API
for C, C++ and two APIs for Fortran applications, one for Fortran 77, and one for Fortran 90. An
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independent implementation, also developed and maintained by Unidata, is written in 100% Java,
which extends the core data model and adds additional functionality. Interfaces to netCDF based
on the C library are also available in other languages including R (ncdf, ncvar and RNetCDF
packages), Perl, Python, Ruby, MATLAB, IDL, and Octave. The specification of the API calls is very
similar across the different languages, apart from inevitable differences of syntax. The API calls for
version 2 were rather different from those in version 3, but are also supported by versions 3 and 4
for backward compatibility. Application programmers using supported languages need not
normally be concerned with the file structure itself, even though it is available as open formats.

11.2.8.1.1

Formats for the time domain signals

The beamformer will provided a summed voltage signal across many (up to all) antenna with high
sensitivity towards a small patch of the sky. Such time domain signals are required for VLBI and
pulsar searching science cases. Two formats are under consideration.

11.2.9

VDIF

VLBI DATA INTERCHANGE (VDIF) [RD24] format is a development and generalisation of the Mark5
formats for VLBI data exchange over internet connections. VLBI data will always consist of
asclosetotherawvoltages as possible from the observing antenna or station. This is normally
the raw voltages two bit Nyquist sampled for each band and polarisation. That is, the data product
is Npol*Nbands*BW*2*2 bits per second. VDIF was designed for exchange between remote VLBI
sites over UDP connections and so is organised into `packets'. These consist of a data frame
header and a data array. There is actual requirement that these packets are internet packets so
VDIF is becoming used for all VLBI data recordings, be it diskbased or UDP or TCP data streams.
The distribution and organisation of the data inside and between the packets are extremely
flexible. There is a mechanism for defining extended formats for those who need them. For
example, NRAO have added additional information to the headers [RD25].
Access libraries include those released as part of DiFX, which cover a multitude of formats
including VDIF.

11.2.10

OCLD

The pulsar search system will be hosted on the CSP and lead by the pulsar team. They will provide
a network stream of candidates and associated data (OCLD) from CSP in a continuous fashion. The
definition of this is currently: "The candidates and their associated data will stream as XXX
ethernet packets from up to 1111 nodes simultaneously via a TBC switch. The data will consist of
Pulsar candidate lists files and the associated data products, which will consist of a cube of XX
subintegrations * XX subbands * XX pulse phase bins and associated metadata." These look like
they are the DM corrected and folded data for the candidates and should not represent a large
dataset.
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11.2.11

Summary of properties

Parallel read/write 
 the data formats may or may not provide such functionality. However, this
doesn't mean that such functionality cannot be enabled, e.g. CASA MS does not have such
capability on its own. However, Casacore library provides a possibility of using different storage
managers. In this case the use of API stays the same, as well as the user level data model, but FM
can enable parallel read/write. The comments in the table only indicate a "default" capability.
Transfer 
 the attribute is only limitedly relevant in this context. First of all, the requirements and
mechanism of implementing error resilience, error correction, and data integrity are more
external properties, i.e. of the data transfer protocol (with an exception of visualisation).
Archiving  contains comments on the convenience, suitability or issues from the point of view of
archiving this format. It is very much dependant on the architectural solution for the archiving,
and even implementation, hence, this needs to be treated rather loosely at this stage.
Streaming (write) means whether or not the data can be written as a stream without prior
knowledge of the final size of the data unit.
Streaming (read) means whether or not the data can be used in a partial form without prior
knowledge of the size that is going to be required.
Visualisation
indicates whether or not the data format is suitable/optimal for the visualisation.
Format

Transfer

Parallel
read/wrt

Archivi
ng

Visualis
ation

Strea
ming
(wrt.)

Strea
ming
(rd.)

Compr
ession

Prove
nance

CASA MS

Because the data is
structured hierarchically in
files and directories the
integrity of data is
maintained by archiving
(tarball) MS into a single
file. Then the file is
transferred and unpacked.
This creates a significant
CPU, memory/disk
overhead. It would be
possible to design a
software to transfer the
structure of files without
creating an archival file,
but extra care would need
to be taken to maintain
the integrity of data.

no

Similarly
to the
transfer
the
file/dire
ctory
structur
e may
need to
be

N/A

no

no

Compr
ession
is
availabl
e from

yes

CASA
Image
Table

Similar to CASA MS

no

The
same as
for MS

using
CASA
image
viewer

no

no

no

yes

FITS

Can be transferred as a
single or multiple
independent files

no

Does
not
support
a
distribut
ed
storage.

no
specific
support

no

yes

not
part of
the
standar
d, but
cfitsio
allows

yes

Beta
patch
4.0
(CASA
Version
2.4.0)

archived
into a
single
file.
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The
data
integrity
support
has to
be
external
.
UVFITS

Can be transferred as a
single or independent
multiple files

no

RPFITS

Can be transferred as a
single or independent
multiple files

no

JPEG2000

Can be transferred as a
single or multiple files
each containing an image
component. A binging
master file needs to be
transferred for the later
case.

yes

support
sa
distribut
ed
storage

HDF5

Transferred as a single
entity whether striped or
not.

yes

ADIOS

the
same as
FITS

using
binary
compre
ssion

the
same as
FITS

no

yes

the
same
as for
FITS

yes

no

yes

no

yes

multire
solution,
streami
ng,
progress
ive
transfer,
precinct
s (ROI)

yes

yes

yes,
compre
hensive

yes

Does
not
support
a
distribut
ed
storage.

no
specific
support

no in
gener
al, but
yes in
case
of
stripin
g

yes

yes,
only
binary

yes

yes

yes,
through
visualisa
tion
schema

no
specific
support

yes

yes

yes,
binary,
efficien
t for
floating
point

yes

NetCDF

The same as HDF5

yes

the
same as
HDF5

no
specific
support

the
same
as
HDF5

yes

the
same
as
HDF5

yes

ASDM

ALMA has developed a
special ASDM transfer
protocol and an optimized,
streaming protocol to
stream correlator data.

ASDM is
data
parallel,
but does
not
provide
parallel
I/O

Needs
to be
containe
rized,
like MS

no

Yes,
for
correl
ator
data

Yes,
for
correl
ator
data

no

yes

SDM

SDM is a further
development of ASDM, in
a much more formal way
and includes additional
features for single dish
and aperture arrays.

Same as
ASDM

Same as
ASDM

no

Same
as
ASDM

Same
as
ASDM

no

yes
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VOTable

Has been developed
especially for transfer and
intercommunication
between VOServices

no

yes

Yes
(throug
h VO
tools

yes

yes

yes

yes

VDIF
(VLBI)

transfer would be via
network packets and is
(designed to be) robust
against packet loss.

yes

All
packets
can be
save
indepen
dently

no

yes

yes

no gain
possibl
e

yes

PSRFITS

Can be transferred as a
single or independent
multiple files

no

the
same as
FITS

If profile
mode,
with
FITS
tools

yes

yes

the
same
as for
FITS

yes

Format yet to be defined
for SDP

yes

?

possibly
profiles

proba
bly

proba
bly

(pulsar
timing)
OCLD
(pulsar
search)

?

(it would
seem from
the
requireme
nts)

TABLE 7
:
RADIO ASTRONOMY DATA FORMATS
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11.2.12

Conclusion

The system needs to provide the export functionality to FITS and possibly RPFITS, though with a
possible loss some of the metadata. This can be provided via the VO interface.
HDF5 and ADIOS provide the framework that can be adopted as part of the data management on
data island. Casacore Storage Management section demonstrates how it can be done.
JPEG2000 provides a powerful framework for visualisation and quality control.

11.3 Casacore: Introduction
Casacore library allows the substitution of the standard storage manager with a custom storage
manager, providing an abstract interface layer to data. Such an abstraction layer would be
necessary on each compute island.
Casacore storage manager offers an interesting possibility to experiment and benchmark different
storage backends, of which especially promising ones are those that provide the parallel
read/write on a distributed or parallel storage. Storage backends could include filesystem based
data formats such as FITS, HDF5 and ADIOS, databases or database engines such as SciDB and
WiredTiger, and even object stores such as Ceph. 
This section focuses on prototyping a filesystem
data format based on parallel CASA storage manager.
Based on our previous tests, ADIOS performs up to an order of magnitude faster than other
formats mentioned above for large scale parallel I/O applications. Therefore, ADIOS was chosen as
the storage backend to implement the parallel storage manager. The following sections will
discuss the details on the implementation of the Adios storage manager, how it manages to work
in parallel, and some preliminary testing results for both serial and parallel scenarios.

11.3.1

Implementation

AdiosStMan is developed in the hope that it is compatible with any other casacore storage
managers when working in serial, while providing an additional multiprocess parallel mode.
Therefore, any existing code is supposed to work with AdiosStMan by simply changing the
definition of the storage manager to AdiosStMan, as long as all CASA table features the code uses
are in the support list, which is shown below.
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TABLE 8: 
SUPPORTED CASA TABLE FEATURES
AdiosStMan supports writing a single CASA table from multiple MPI processes simultaneously. In
order to maximize the I/O throughput, this is done through bypassing the CASA table lock
mechanism. More specifically, to get AdiosStMan writing in parallel, only the master MPI rank
should be directed to the intended CASA table files, while slave ranks should be fooled to write
their table files into a temporary path. In the meanwhile, once AdiosStMan is instantiated and
bound to a CASA table in a multiprocess scenario, the master MPI rank will broadcast the path
and name of the ADIOS file associated with the intended CASA table files to slave ranks. In such a
way, the CASA table system is working as if every MPI rank is handling completely independent
CASA tables, although actually the data coming from all ranks is put into the same ADIOS file that
is associated with the master rank's CASA table. Once the table is finished, the temporary table
files generated by slave ranks can be removed, since the master rank's table files have contained
everything needed to rebuild the CASA table.

AdiosStMan is aware of being instantiated in a multiprocess MPI code in both implicit and explicit
cases. The implicit case means that by the time AdiosStMan is instantiated, no MPI related code
has been executed at all. Then AdiosStMan will initialize MPI and pass any necessary
configurations to the ADIOS library. In this case when an AdiosStMan object is destructed, it will
finalize MPI as well. On the other hand, if MPI has been already initialized when AdiosStMan is
being instantiated, then AdiosStMan will carry on using the existing MPI configuration. In this case
the AdiosStMan object will not finalize MPI while being destructed.

11.3.2

Testing

The following plot shows the results of a serial test comparing AdiosStMan, TiledShapeStMan and
StandardStMan.
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FIGURE 24
: COMPARISON OF STORAGE MANAGER PERFORMANCE; SERIAL TEST
The following two plots show a parallel test conducted on the Fornax@iVEC supercomputer,
which has a rebadged DDN SFA 10k, consisting of 8 Object Storage Servers (OSSs) and 44 Object
Storage Targets (OSTs), of which 32 are assigned to the scratch file system used in this testing.
Each of the OSSs has dual 4x QDR Infiniband connections to the switch connecting compute
nodes, and the OSTs are connected to the OSSs via 8 4x QDR Infiniband connections. Each OST
consists of 10 Hitachi Deskstar 7K2000 hard drives arranged into a 8+2 RAID 6 configuration.
Operational testing using the OST survey Lustre benchmark achieved a mean bandwidth of 343
MB per second, and thus the expected bandwidth is approximately 11 GB per second.
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FIGURE 25
:
STORAGE MANAGER PERFORMANCE; PARALLEL TEST ON FORNAX@IVEC
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The following two plots show a parallel test conducted on the Magnus@iVEC supercomputer,
which has 
a
a Cray Sonexion 1600 with two petabytes of storage via nine Scalable Storage Units
(SSUs). These SSUs have 8 OSTs, each using a 8+2 RAID 6 configuration. The specification of each
SSU has a 5 GB per second bandwidth from the IOR benchmark, and thus the expected peak
bandwidth is 45 GB/s.per second.

FIGURE 26
:
STORAGE MANAGER PERFORMANCE; PARALLEL TEST ON MAGNUS@IVEC
Document No: SKATELSDP0000024
Revision: 02C
Release Date: 20160401

Unrestricted
Author: M. Dolensky et al.
Page 70 of 81

A comparison with the performance figures shown in the Filesystem Benchmarking Report [RD19]
provides a measure for the fraction of the filesystem bandwidth that AdiosStMan utilises, and
therewith the theoretical potential for further optimization.

11.3.3

Relevant Projects

There are currently two projects going into the same direction as AdiosStMan. One of them is
SqliteStMan implementing a CASA storage manager using SQLite as the storage backend, which is
under the horizontal prototyping plan of ARCH.SWE. The other is still at early planning stages to
store CASA table data using columnar databases, which is under consideration by our DATA
colleagues at Fudan University.
For longterm plans, there is a data middleware project that might develop a corresponding CASA
storage manager enabling switching storage backends dynamically by loading different plugins.

11.4 Data and image compression
The often repeated assertion that radio astronomy data is incompressible due to the Gaussian
noise nature of the signal is flawed. Below, we will explain why.
Compression (whether binary or image) looks for redundancies in data. Packaging of the data may
hide or reveal those redundancies.

11.4.1

Types of redundancies in binary data

1) Dynamic range
The digitised signal should optimally occupy the given dynamic range/bitwidth of the output,
minimising the risk of both underflow and overflow. In the case of the bitwidth > 3, such
optimisation leads to the fact that the least significant bits will change slower than the most
significant bits, sample to sample. The slow changing bits then can be effectively compressed.
2) Sample bitwidth
Modern computers can not address words of arbitrary size. The minimum quantum of the address
space is 1byte. The redundancy that is created when the bitwidth is not a multiple of 8 can be
effectively removed by compression.

11.4.2

Data types

The digital data from each antenna has an integer nature. Due to the FFT in the correlator, the
output of the last one is commonly a floating point. Unfortunately, IEEE 754 floating point format
hides the redundancy making the compression inefficient. Division by primary numbers in the
correlator also leads to a bias in the data, and as the result can not be stored with an infinite
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precision. While this bias seems to be small it can not be ignored as the accumulative bias over
many integrations may exceed the expected signal, as the investigations for MWA EoR
observations have recently shown. 
Repacking the data into integer format makes this redundancy
not only easily detectable and efficiently compressible, but also corrects the introduced rounding
error if present.

11.4.3

Binary compression

MWA currently uses uvcompress compression of visibility data in the archive. The achieved
average compression ratio is 1:2.5. Due to the above mentioned reason (Data types) the
compressed data contains no rounding bias, and thus can be considered as more correct than the
direct output of the correlator [RD20].

11.4.4

Image compression

Binary compression on images is generally ineffective due to the fact that the entropy in images
spans in 2 or 3 dimensions, for 2D images and 3D images correspondingly. The use of image
compression algorithms is necessary to achieve good compression ratios. As it has been
demonstrated in [RD14] and [RD15], at least a 1:3 ratio was achieved on most of the tested
images in lossless JPEG2000 compression and a 1:1012 compression ratio without detectable
data degradation in lossy compression
.

11.4.5

Impact of compression

The compression may not only save the network bandwidth, disk space, and memory, but also the
power. The compression costs CPU cycles. The combined energy cost of the CPU operation and
register manipulation is, however, hundreds of times less than that for the memory read/write,
and thousands of times less than that for the data transfer to/from disk or network. The
compression is more efficient if performed as close to the CPU/GPU or correlator hardware as
possible.
The current efficiency of global FFT on GPU, as well as many other data intensive tasks, is limited
by the bandwidths of the PCIE bus. Moving compressed data via the bus will allow to increase the
throughput of the system.

11.4.6

Cost of compression

The initial benchmarks of the software such as CASA or generic global FFT indicate their low
efficiency (<10%) in the HPC environment. This means that there will be plenty of free CPU/GPU
cycles available to perform the compression. Moreover, the increased throughput and lighter
requirements for the network are likely to reduce the overall cost of the system.
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11.5 HSM System Evaluation
This is a summary of a survey of existing hierarchical storage management systems.

11.5.1

Criteria

License 
 Is the system open source? If not, what is the type of license that can be purchased and
are there any benefits that come with the license, such as support?

HW  Is specialist hardware required, or can the system run on commodity hardware? Are there
any lists of supported hardware?

OS  Will the software run on any operating system? If Linux is supported, then does the system
support either the RedHat or Debian families?

FS  Does the system have any file system requirements? Does it have any limitations with a file
system?

Throughput  Network: The storage manager will have to ingest and send data in at varying rates.
What rates can the systems achieve and are there any limitations?

Concurrency  Can the system run on concurrent streams to aid the parallelism of the data? Are
there any limits to this?

Latency
 Are any latencies reported for storing or retrieving data from the storage system?
Replication
 Does the system allow replication? Are there any limitations to this?
Customisation  Can the system be customised and does it have any interfaces to retrieve data
from either to move data or report any issues to LMC?

Notes
 Are there any other notes from the research?
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11.5.2

Systems Considered

Tivoli
is a storage manager solution from IBM. It is modular with a range of licenses.
DMF is SGI’s storage virtualization manager that uses its own file system to manage the placement
and storage of files.

OHSM is an open source project that appears to have stalled. It worked in the Linux user space to
provide data migration.

LessFS is another open source project that provides an open source deduplicating file system. As
version 2 has been mentioned but does not appear to have made much progress.

BTier is an open source block storage device from the makers of LessFS. It is a kernel module to
automate data movement between block devices.

LVMTS is an open source data mover that appears to have been designed for Small Office / Home
use.

StorNext is commercial offering with various license options and the policy driven options for data
movement.

DiskXtender is EMC’s offering in the area but appears to have been made into a Windows only
product.

Compellent
is Dell’s software and hardware storage solution.
HPSS is a collaboration between various large US laboratories and IBM to provide a larges scale
storage solution.

ArchiveManager
from QStar is another commercial offering with plugins to provide functionality.
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SAMQFS is the open source library used in Oracle’s offerings. It appears to be more targeted
towards Solaris but might work on other Linuxes.

Versity is a new company who have ported the SAMQFS library to Linux. The library underlies the
Cray Tiered Adaptive Service.

Moonwalk
is a commercial company who do not offer much information about their service.
Lustre HSM is an integration of the Lustre file system with a policy engine that has appeared in the
2.5 release.
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11.5.3

Results

Name

Producer

License

System
requirements

Features

Tivoli

IBM

Commerical.
CPU or volume

Might not write
to all file
systems, such as
Andrew FS

Replication
supported.

A single
license for the
Client
Manager with
Software
Support is
available

Notes

Policies can be
moved on disk
space.
Client API can
be customised
and
repackaged.
Supports HDD,
tape; cloud;
virtual
environments;
deduplication;
multisite
replication;
analytics
included;bare
metal recovery;
increased
performance
with GPFS

Bundles of 10
Processor
Value Units
for

Storage
Management
and Storage
Area Networks
are slightly
cheaper than
individual
licenses
There is an
HSM for a
Terabyte for
Windows
license but
none listed for
Linux
These licenses
include
software and
support for
one year

DMF

SGI

Commercial
Volume
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Limited
customisation
(no priority
queue, no file
contentbased
migration, no
file event
management,
etc.)
OHSM

FSCops

GPLv2

Uses Linux kernel
2.6.32

An XML file
controls the
policy
movement
based on file
access time, file
type, I/O
activity, file
access activity,
or file size

Code has not
been
updated
since 2010

A GUI may exist
but it appears
doubtful that it
fully works
lessfs

Mark Ruijter

GPLv3

Linux only

Deduplication
FS; includes
support for lzo,
QuickLZ, bzip
compression;
data encryption
and replication;
LessFS2 appears
to be in
development;
130MB/s for
new data and
170MB/s
previously
stored data on
SATA

btier

Mark Ruijter

GPLv2

Linux only

User scripts
control data
migration and
the retrieve
API. Up to 16
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devices per
btier device;
provides
userspace API;
builtin kernel
space data
migration;
transfers up to
1100MB/s;
works with any
file system
LVMTS

Hubert Kario



Linux only

Uses LVM on
Linux; only one
volume
supported; uses
a config file for
movement
rules. Last code
is two years old.
Runs in user
space and is
designed as a
SOHO solution
not enterprise

StorNext

Quantum

Commercial 
Varying types
of license
:
Permanent,
Temporary,
Transfer, and
MultiMount
License
Requests

Can be installed
on Quantum
hardware or a
list of supported
hardware is
available,
supports major
Linux families

Capacity 5
billion files;
policybased,
automated
migration for
tiered storage
and archive;
access from
SAN and LAN,
supports SSD,
disk, object
storage,
LTO/LTFS tape;
optimised for
StorNext
products

MultiMount
license applies
to mount a
single
metadata
controller
from a SAN
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DiskXtend
er

EMC

Commericial 
DiskXtender
licensing is
capacitybased
.

Compelle
nt

Dell

Commercial 
perpetual
software
license

Dell hardware

Supports SSDs,
HDDS; policy
based
automation;
virtualised
storage
platform; up to
2PB capacity
per 48U rack

HPSS

IBM

Commercial 
first year
services
include
planning,
second include
maintenance
and support.
Other licenses
may be
purchased

Supports 
HACMP
hardware

Supports HDD,
SSD and most
tape archives;
single file disk
data rate of >
2Gbps;
interface
mounted as
VFS; claims up
to 100 petabyte
storage

Commercial 
permanent
license tied to
the host id of
the CPU

Supported
hardware list

Archive
Manager

QStar
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appears to be
discontinued

Supports Aix
(Power), RHEL
(Power, Intel &
AMD)

Supported OS list

Supports
encryption;
supports cloud,
optical, object
storage, tape;
optional policy
based
management,
mirroring and
replication;
online & offline
storage
management;
uses CIFS/NFS
as interface

Server
software
appears to
only support
Windows
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SAMQFS

Oracle

Oracle license
excepting
some open
source
components
under Apache
2,GPL2,
OpenSSL
license, SSLeay
license

Performance is
best on Solaris
Runs on other
Linuxes with best
effort support in
forum

libSAM  LGPL

Versity

Versity

Commercial.
Monthly,
quarterly or
annual.
Volume
license

Moonwal
k

Moonwalk

U
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This is a Linux
port of SAMQFS

Policy based
data
movement;
supports tape
access,
Distributed I/O
(uses Solaris);
LTFS import
(from Solaris);
staging
priorities;
media
validation (with
Solaris)

SAMQFS is
the library on
which
StorageTek
runs

Policy based
data
movement;
writes to tar
file; builds on
POSIX; files and
metadata
stored in open
format; builds
on SAMQFS;
open APIS; file
restoration in
hardware
failure

Does not
appear to
have come
out of private
beta yet and
Cray are one
of the
backers.
Currently in
private beta.
Versity is part
of Cray's
Tiered
Adaptive
Storage

Policy based
data
movement;
supports RHEL,
Windows, NFS,
CIFS, cloud;
retrieval at
native speeds
of storage and
network
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Simpana

CommVault

Commercial.
Capacity,
managed
service
provision or
perpetual
license on
server,
application or
platform

Supported list of
hardware and
software 
on
CommVault site

Deduplication;
search; VM
integration &
protection;
workflow
automation;
User defined
policies for
retention;
Cloud, disk and
tape; integrated
encryption;
replication
across WAN &
LAN

Lustre

Open
Scalable File
Systems

Linux versions
under GNU
GPL
but ports
to other
systems might
require change
of license or
become
proprietary

OEL 5, RHEL 5
SLES 10 and 11,
Scientific Linux,
and Fedora 11
2.6.30 OSes
supported

Policies can run
on time but
ignore files
owned by a
group or size

Lustre HSM
appears in
version 2.5. It
appears to
use an open
source library
to manage
the policies
and is used in
front of other
HSM systems

TABLE 9
:
HSM EVALUATION
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