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1. Introduction
The Science Analysis Components within the Science Data Processor (SDP) pipelines provide
four functions [AD01]:
1. To undertake source detection on continuum (Stokes I) images to provide input to the
local sky model (LSM) as part of the calibration loop
2. To provide data quality analysis products
3. To provide scientifically useful outputs from required analysis pipelines
4. To optionally allow scientifically aware compression of data products before deposition in
the Longterm Preservation (LTP) facility before data transfer to SKA Regional Centres
(SRCs).
The first and second tasks are unambiguous needs for the SKA to produce scientifically usable
data products and must occur within the SDP. Such processes are standard pipeline features of
other modern radio telescopes such as MWA, ASKAP and LOFAR, and as such, the radio
astronomy community has the experience of these precursors and pathfinders upon which to
base the design for the SKA.
The third and fourth items arise because the SKA will operate in a never before seen data
regime in which it no longer appears feasible to permanently store either the raw visibilities from
the telescopes or even all of the images and cubes generated by the SDP at full spatial and
spectral resolution in perpetuity. If such storage were possible, then much of the work described
in this document would be arguably unnecessary, as it could notionally be undertaken during
data reduction, subsequent to observations (as is the case for current telescopes). The third
task is currently within the SDP as it is anticipated that individual observers will not have
sufficient computational resources themselves to run a science driven SKA analysis pipeline.
While such functionality is required for the scientific exploitation of the SKA, the extraction of
science data could be undertaken either within a Long Term Preservation facility, or at SKA
Regional Centres. In particular, the Signal and Data Transport consortium has been estimated
at 5 million euros per annum, for all but the most demanding SKA experiments it will be possible
to send the image/cube data from the SDP to SRCs for further pipeline processing. Both
approaches would naturally incur significant additional data storage and data costs, though
importantly, the budget from which these costs will accrue is different.
Regarding the fourth optional function, as will be demonstrated here, a small incremental cost in
the SDP to allow some minimal source detection and characterisation can result in a large
saving in the amount of information to be archived and/or transported to SRCs. There is
naturally a tradeoff to be considered with this approach, as discarded data is not available
when future analysis capability increases of unanticipated science questions arise. Exploration
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of this tradeoff appears necessary to better scope the analysis tasks that ought to be included
in the SDP and those which could better be offloaded to subsequent processing. This tradeoff
needs to be made a priority during the SDP prototyping phase and should be informed by
relevant interactions with the SKA Science Working Groups.
While the SKA requirements specify that the instrument must ultimately undertake particular
tasks such as spectral line detection (
SKA1SYS_REQ2334) 
or continuum and polarisation
source detection (
SKA1SYS_REQ2333)
, it is not clear that these functions need to be done
either fully or partially within the SDP. With the recent development of the concepts for the SDP
LTP facility and SRCs, we may assume that science analysis performed within the SDP is only
for the purposes of either producing the LSM or reducing the size / storage time limit of the LTP
itself. Generally, we do not propose to undertake any science analysis in the SDP unless doing
so will decrease the amount of data deposited in the LTP. Indeed it is clear now that given the
transportation costs are not an issue for the majority of SKA data products, it is likely that the
majority of Science Analysis Pipelines should be run in SRCs. Thus, we assume that such tasks
will be performed in the SRCs or by key science project teams or individual astronomers on
archival data (e.g. stacking of continuum images). Furthermore, we assume that there will be no
user inputs into the SDP directly but rather that users will set parameters for their observations
via interaction with the telescope manager (e.g. pixel resolution, weightings etc). At present,
there is only one requirement that is counter to this: SKA1SYS_REQ2335. This asks for
stacking of spectral data at locations from a supplied user list given as an input to the SDP.
Given that it may be feasible to export images from the SDP LTP to SRCs, one could imagine
this requirement also being undertaken in the SRCs instead.

2. Source Detection for the Local Sky Model
The source detection required for input into the Calibrate and Image function [AD01], as part of
the LSM, is relatively straightforward and is not expected to have a high computational load (see
Section 4 below). With the exception of some more complicated and bright extended sources
that would be better decomposed via Shapelets before running the calibration loop (i.e. these
would be predefined inputs), sources will be decomposed into Gaussian components at high
cadence and returned to the calibration loop. The algorithm used will need to be fast and be
able to be split across computational nodes. The detection need only occur to a level suitable
1
for calibration and peeling and thus need only detect sources above a relatively high threshold 
.
Typical scenarios for performing source detection after image preparation incorporate
background measurement and subtraction, source isolation and characterization, and source
listing.

The precise level to be set is part of the SDP work to better specify the calibration approach

and forms part of the Development Plan.
1
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Figure 1: 
Top row: Image of a complex source which has been detected as an island of contiguous pixels
above a threshold (light blue hatching) and then decomposed into Gaussian components using PyBDSM.
Bottom row: model image and residual image (figures are taken from RD04).

Typically, a flux threshold based on the background rms estimation is used to separate source
pixels from the background. Once source pixels are identified, adjacent pixels are merged out to
some lower intensity threshold to form individual islands by utilizing algorithms such as Lutz,
implemented in DUCHAMP [RD01], and Floodfill, used in BLOBCAT [RD02] and AEGEAN
[RD03]. Source characterization is typically achieved by fitting the resulting sources into single
or multiple Gaussians, although in some cases alternative basis sets, such as shapelet or
wavelet decomposition are used, e.g., PyBDSM [RD04]. The requirements for speed with the
ability to detect Gaussian components drive the choice of SDP algorithm towards something like
BLOBCAT or potentially 
PyBDSM, which reads an entire cube (or part thereof), collapses
frequency channels with appropriate weights, and produces a continuum image before
undertaking source detection
. An example of a complex source which has been decomposed by
PyBDSM into Gaussian components along with the resulting source model is shown in Figure 1.
The various packages currently used for source detection are algorithmically very similar and
could reasonably be considered as simply different implementations of an underlying approach.
Details such as the suitability of memory access patterns to the SDP architecture will determine
whether any of the existing implementations or a modified implementation would be most
appropriate for actual SDP use. Early indications suggest that while the underlying approach
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scales with number of pixels present (Figure 2), the implementations themselves do not and are
therefore unsuitable for SKAscale imaging (see Table 1 & Table 2). Recent attempts to use
AEGEAN on very widefield MWA mosaics and D on SKAsized images resulted in both
implementations becoming unworkably slow on images greater than 32,000 x 32,000 pixels. As
shown in Table 1 & Table 2, none of the source detection packages (in the current shape)
appear to be scalable to SKA levels, and therefore, a new implementation of an existing
algorithm will be required. However, the leading packages with some modifications could be the
basis of an SKAlevel implementation, and therefore provide a more mature and cost effective
solution than starting from scratch.
Requirements for the performance of this algorithm, including cadence, source accuracy and
source brightness cutoff are intertwined with aspects of the calibration strategy. Such aspects
of the detection will be explored concomitantly with development of the calibration strategy.
Table 1
: Concept selection table for the source detection needed in the LSM stage. Note that source
detection performed on data in the LTP or SRCs have slightly different requirements. Weights represent the
importance of a function with 5 being most important (ie a critical function) and then the performance of each
algorithm is judged on a scale of 1 to 5 where 5 is the best performance at SKAscales. Thus the algorithm
with the highest score is currently preferred (highlighted in blue).
Category
Performance
requirement

Functional
requirement

Criteria

Weight

AEGEAN

BLOBCAT

DUCHAMP

PyBDSM

Processing
rate

5

1

1

1

1

Subtotal

5

5

5

5

5

5

5

5

5

4

4

3

5

5

5

5

5

5

1

5

14

62

70

50

65

19

67

75

55

70

Detection
completene
ss
Flux
accuracy
Fitting
capability
Subtotal

TOTAL

3. Scientifically Aware Data Compression before Archiving
The outputs of the Calibrate and Image function [AD01] will be a series of cubes in continuum
(Stokes I), polarisation (Stokes Q, U & V) and spectral line observations. Just as it isn’t possible
with the SKA to simply store the visibility data, it seems unlikely that it would prove feasible to
archive all of these cubes at full resolution in all dimensions in perpetuity in the SDP LTP.
Additionally, many of the voxels in such cubes are noise which is not useful to store (this is
particularly the case for spectral line and circular polarisation cubes). As a result, it is pertinent
to consider how these data can be ‘compressed’ in a scientifically aware way either before
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being depositing into the LTP at all or after being in the LTP for some time. The latter approach
would allow the LTP to ingest SDP data products at full resolution, allowing for some time for
users to transfer these data to one or more SRC at which point the copy in the LTP could be
‘compressed’ instead of completely deleted. Alternatively, the ‘compressed’ product only could
be transported. Or indeed compression might occur in SRCs before longterm archiving there.
This work thus presents an option to reduce overall costs with various flexible implementations.
Table 2
: Risk assessment table. Consequences represent the severity of the risk event with 5 having the
most severe consequences, the performance of each algorithm is judges on a scale of 1 to 5 where 1 is the
least likely risk at SKAscales. Thus the algorithm with the lowest score is currently preferred (highlighted in
blue).

AEGEAN

BLOBCAT

DUCHAMP

PyBDSM

Likelih
ood
(15)

Critical
score
C*L

Likelih
ood
(15)

Critical
score
C*L

Likelih
ood
(15)

Critical
score
C*L

Likelih
ood
(15)

Critical
score
C*L

5

5

25

5

25

5

25

5

25

Source
cannot
be
identifi
ed
(above
5σ)

5

1

5

1

5

1

5

2

10

Inaccu
rate
flux

4

3

12

1

4

1

4

1

4

Source
cannot
be
adequ
ately
fitted

5

1

5

1

5

5

25

1

5

Catego
ries

Criteria
(requir
ement)

Risk
event

Conse
quenc
e (15)

Perfor
mance
require
ments

Proces
sing
rate

Very
long
proces
sing
time

Source
detecti
on
Functi
onal
require
ments

Source
charac
terisati
on

Total
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Figure 2: 
Timing of various stages in a generically implemented floodfill algorithm as a function of image
size. The legend gives the size of one size of the image in pixels so 500p means a 500 x 500pixel image.

We propose here a second source detection stage followed by scientifically motivated analysis
either within the SDP to reduce the data volume to the LTP or in SRCs. In this model, source
detection and characterisation would take place during each observation to extract science data
products from the data. In at least some cases, raw data could then be discarded, resulting in a
cost saving method which trades a minor computational load increase in the SDP for a large
saving in the LTP (either in total cost of storage space or length of time data may reside in the
LTP). Scientific compression of this sort is an option for reducing the size of both the LTP or
SRCs, but is inherently a tradeoff between an acceptable loss of science ability and the cost.
There would almost certainly be some data extraction that would be impractical or undesirable
for realtime processing in this manner, and in these cases portions of the raw data could be
stored as necessary. One obvious case where such storage would be necessary would be for
observing campaigns that require the combination of data collected during multiple observing
runs. We note that while the exact form of such tradeoffs are beyond the scope of this
document and will ultimately need input from the SKA science community, it is nevertheless
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worth considering here where tradeoffs might be appropriate even if ultimately this work falls
outside the scope of the SDP.
For those observations where realtime science extraction is warranted, we consider here four
scenarios to estimate the expected savings in data volume:
1.
2.
3.
4.

Continuum cubes (Stokes I)
Circular polarisation cubes (Stokes V)
Spectral line cubes
Linear polarisation cubes (Stokes U & Q)

Each case is discussed below in more detail. I/O rates are presented in Section 4.3.1.

3.1
Continuum

Processing


Continuum cubes containing n channels can be reduced to a single image, thus making a
reduction in size of a factor n . However, this process removes useful information about the
intensity variation of sources over the channels (the spectral index over the frequency band). In
order to extract the most information from SKA data, it is useful to undertake source detection
on the continuum cubes and extract the spectral index information and other source properties
in the form of a catalogue before the cube is collapsed. Many radio sources will exhibit a power
law spectrum across the SKA band and thus it is not necessary to preserve the source intensity
as measured at each frequency, but rather the characteristics of the fit only. Only in those cases
where a source is significantly different to a power law would the full spectrum be preserved.
Alternatively, a range of possible fits could be tested and preserved with some Bayesian
likelihood [RD05]. Such a process would have the following steps in the SDP:
1. Local threshold level to be determined via generation of a low resolution threshold map.
2. Cubes to be searched for sources.
3. Spectral indices across the band to be extracted and characterized for all sources and
added to catalogue of positions, fluxes, etc. In the case of complex spectra, that are not
easily fit, the complete spectral profile will also be stored.
4. Cubes to be collapsed into a continuum image and deposited into long term storage.
Figure 3 gives the schematic for this process. Note that this process partially fulfils
SKA1SYS_REQ2333, though further source detection would be needed for very low surface
brightness sources on the images deposited in the archive. 
Given that the continuum bandwidth
2
for SKA1 ranges in size from 300 MHz to 700 MHz which is then observed in 1 MHz channels,
this will result in a sizeable reduction of a factor of the number of channels, e.g. reductions of
300 and 700 depending on the telescope element.

This is intended to mean the width of the observational band in MHz, not the observing
frequency.
2
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Figure 3: 
Continuum source detection and scientifically motivated data ‘compression’.

Stokes V cubes may also be used for data quality assurance to detect radio frequency
interference and examine instrumental performance in the absence of confusion.
As mentioned above, if such a process is carried out on a single observational track it would
result in the inability to obtain spectral information (across the SKA band) of sources which are
below the detection threshold of an individual observation, which could perhaps otherwise be
obtained via mosaicking or stacking images of the same region of sky to gain signal to noise.
This is an example of the type of scientific capability vs cost tradeoff that needs to be explored
for the SKA in the second phase of preconstruction.

3.2 Circular Polarisation Processing
Only a very limited number of sources will have circular polarisation. As a result, Stokes V cubes
are expected to be mostly noise. Rather than store such cubes it would be better to simply
search them for circularly polarised emission (which can be both positive and negative) and
save the spectral profiles of any such sources found. Given that circularly polarised sources are
very rare e.g. no such sources were found in a sample of ~2,600 radio sources detected at 1.4
GHz in the ATLAS survey of 7 square degrees and rms of 15 – 30 µJy [RD06], this is expected
to produce a very large saving in the LTP or SRCs. Assuming 1 in 3,000 sources are circularly
polarised as an upper limit from a recent study, [RD06] means a vast saving in the data to be
archived. For example, extrapolation of current 1.4 GHz number counts suggest SKA1MID
should detect 3600 sources per square degree down to 10 µJy total flux. That gives an upper
limit on the number of circularly polarised sources detected as 1 per square degree. Given that
a MID image is only 0.49 square degrees, on average half of the Stokes V cubes will be totally
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empty of astronomical sources, whilst the others will typically have only 1 source, meaning that
on average a cube can be reduced to less than 10 kilobytes. Figure 4 gives an overview
schematic of this process.

Figure 4: 
Circular polarisation source detection and scientifically motivated data ‘compression’.

3.3 Spectral Line Cubes
Spectral line observations with the SKA will have a vast number of channels (65,536 in the
current baseline design), yet in many cases emission will only be present in a very limited
number of channels along any given line of sight through the cube. For an example see the
ASKAP image in Figure 5 which shows detection of HI in absorption over only 12 channels out
of 16 thousand [RD07].
We propose to search the cubes in 3 dimensions for both absorption and emission features, and
extract only those parts of a volume along a line of sight that have significant signal. These
extracted ‘postage volumes’ would be stored in the archive, rather than the entire cube of mostly
noise pixels. Again, implementation of such a mode would potentially result in the loss of
scientifically useful data but would come with a large cost saving in the LTP or SRCs. It might be
possible to run such compression as a default unless the user specifically requests the entire
dataset, thus making some savings where possible with minimal data loss to the user
community.
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Figure 5: 
ASKAP detection of HI in absorption [RD07]. Note the spectral line only occupies a tiny fraction of the
channels.

Figure 6 shows the
SKA1SYS_REQ2334.

simple

schematic

for

this

process.

Note

that

this

fulfils

Figure 6: 
Schematic of the source detection in the spectral line pipeline.

3.3 Spectral Stacking
As mentioned in the introduction, there is currently a requirement to stack empty parts of the
spectral cube at positions of user defined coordinates in order to return a stacked spectrum
(“SKA1SYS_REQ2335: Stacking: Where appropriate, spectral line stacking shall be conducted
on image cubes generated by the pipelines using a priori known source lists”). If all spectral
cubes were retained this would be a function which would be performed in long term storage
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and thus outside of the SDP. However, in our scientifically compressed storage model, the
information needed to do this stacking would be lost before long term storage, implying that the
task would need to be undertaken within the SDP. Though this is not envisaged to be a
3
standard mode 
, for particular experiments this could be undertaken within the SDP. The input
requirements for passing a source list into the SDP are not high. Even if this was for several
thousand sources per square degree, the input source list would only require at most 30 MB of
data per node (and normally far less). The exact computational cost of the stacking would be
somewhat higher than this, and would depend on how cubes are allocated across nodes.

3.4 Linear Polarisation Cubes
The linear polarisation cubes (Stokes Q & U) are not typically the inputs for a source detection
algorithm. Rather they are combined to generate other products of scientific use such as total
linear polarisation images/cubes, position angle images/cubes, or for examining the Faraday
rotation measure in different regions of the sky. Therefore, if the full spectral resolution cubes
could be transferred to an SRC, this would be ideally undertaken outside the SDP. However, the
processing of linear polarisation cubes was the subject of an ECP to require a ‘Rotation
Measure Pipeline’ within the SDP and this was accepted as a new requirement. Here we
present a preliminary idea of how such a pipeline might work to reduce the amount of data
deposited in the LTP though again we stress that this is a function which is more suited to
SRCs. This is based on initial discussions with the Cosmic Magnetism Working Group (of which
JohnstonHollitt was the cochair until recently), but we emphasise the preliminary nature of this
work and that revisions are expected.
In order to extract the useful information from the linear polarisation data a number of additional
products are required to be generated and deposited in the LTP (or SRC). Specifically, these
include total linear polarisation images, average polarisation position angle images (over the
band) and their associated error and variance maps. In addition, Faraday depth cubes must be
generated as an intermediate product and then searched for peaks in Faraday space. Images of
the peak value of rotation measure per pixel and initial polarisation angle will then be generated
and archived along with an associated measure of the goodness of the fit or error in the position
angle. Where there are multiple components in Faraday depth, a profile will be recorded. The
initial Stokes U and Q cubes and the intermediate Faraday depth cubes will not be saved. The
steps in the process are as follows (Figure 7 gives the schematic):
a. Total linear polarisation image and associated error image to be generated and
deposited into the archive
b. Faraday depth cube to be generated and searched for components in Faraday depth
space
c. Image of peak Faraday depth detected in every pixel to be generated and deposited in
archive along with associated image of fit robustness per pixel
3

Better guidance is needed on the likely frequency of such a mode.
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d. An initial polarisation angle and associated error image will also be generated and stored
in the archive
e. Average position angle image and associated variance image to be generated and
deposited in the archive
f. Where a complex multicomponent Faraday Depth is detected the complete profile will
be recorded
There is some inevitable loss of information here in the case of complex diffuse polarisation that
might be present across the entire sky from Faraday thick screens such as the Milky Way.
However, there is no good way to characterise such emission at present and this scenario will
reduce the amount of data to be stored considerably whilst still preserving a majority of the
information. In particular, the volume of information decreases from 2×n images (where n 
is the
number of images in a cube = number of channels) to 8 images and some additional complex
spectra. For initial Stokes Q & U cubes of 300 to 700 oneMHz channels, this is a factor of 30 to
100 decrease in the amount of data to store.

Figure 7: 
Schematic of a possible implementation of the ‘RM Pipeline’ that allows for reduction in the
volume of data to be deposited in the archive.

4. General Assumptions for the Science Analysis
4.1 Standard Inputs
All source finding techniques are assumed to operate on images or image cubes being
produced by the Imaging part of the pipeline. We have assumed that cubes will arrive with
consistent spatial scaling of the channel images so that channel regridding is not required.
Furthermore, we assume that images arise from single pointings of the telescope, not
mosaicked images.
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4.2 Cadence
The required cadence with which data will enter the various stages of this pipeline will clearly
vary according to the data use. Data products required to update the sky model will need to be
processed much more frequently than science driven outputs in order to provide for real time
feedback to the calibration and imaging stages of the pipeline.
Data products motivated by science requirements only need be developed once observation of
a region has been completed. That is, faint point source and extended source detection (and
subsequent characterisation of detected sources) need only take place on complete imaging
runs. This approach ensures that only images with the best possible signaltonoise ratio are
analysed, maximising the reliability of the resulting data products. As a result, one would expect
that science motivated data products will impose a significantly lighter computational load than
the bright source detection required to update the sky model.
For completeness, we mention an alternate operating model, broadly analogous to the MSSS
survey with LOFAR [RD08], in which there would be a shallow preliminary observation to
establish a sky model before the main observations are undertaken. Under this model, the
entire Science Analysis portion of the pipeline could operate at a lower cadence than earlier
pipeline stages, which would result in an additional saving in Science Analysis computation. In
fact, given that most of the proposed use case experiments require many integrations on each
target field, there will almost always (except for the very first pass) be a useable sky model to
work from.

4.3 Computational Complexity
4.3.1 Point Source Detection Computational Complexity
Point source detection algorithms typically compare each image pixel with some threshold noise
level and then grow any regions thought to contain emission. Each pixel must be examined, so
the computational demand of bright pixel detection scales with the size of the input image.
Some computational saving is possible in the common case of oversampled images (where
adjacent pixels are not independent), but this does not alter the underlying computational
complexity. The overall cost of each growing operation scales with the size of the emission (i.e.
the size of the synthesized beam) and the number of such growing operations that are required
scales linearly with the number of detected sources. If one assumes that the number of sources
detected is (at worst) proportional to the input image size, then the overall computational
complexity of point source detection will scale with image size, as well as with telescope
sensitivity.
N ops∝N pol × n2 × D(s)
where N pol is the number of polarisations (4 if independent search were conducted on each
Stokes image), the input images have size n×n and D(s) is the number of sources per unit area
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which will be a function of the sensitivity of the instrument4. RD09 report twodimensional point
source finding within 4096×4096 images taking of order ten seconds with 35 processors and
conclude that the computational demands of two dimensional point source detection are small
compared with those of imaging [RD09]. SKAlevel images can be expected up to the level of
80,000 x 80,000 pixels for a Nyquist sampled beam and full resolution. Recent investigations of
DUCHAMP and AEGEAN show that neither implementation follows the expected scaling to
SKAlevels and both programmes cease to perform linearly above 8,000 x 8,000 pixels and are
totally inadequate once images reach reasonable sizes (above 32,000 x 32,000 pixels). This
appears to be associated with the implementations themselves and not the underlying
algorithms. Testing on a simple implementation of a 4connected floodfill algorithm
demonstrates that various steps in the process (initialization, floodfill, reading and writing) all
scale linearly with image size (see Figure 2). We find that we can detect all sources to a 5σ
threshold in a 32,000 x 32,000 image in ~1000s with 17 processors without having undertaken
any attempts at optimisation of the algorithm.
If necessary, point source detection algorithms in two dimensions can be parallelised by
breaking the incoming images into regions for independent processing. Some overlap of the
various regions is necessary to avoid difficulty with sources lying on region boundaries, but in
practice the required overlap is relatively small. An overlap width equal to about twice the
synthesized beam size is sufficient. The need for some double handling of sources in the
overlap regions does impose some additional computational demands, but this has constant
complexity given by the ratio of the overlap to the nonoverlapped areas. It can consequently be
neglected in the overall complexity calculation.
In this context, the source detection step to be undertaken for inputs to the LSM will not play a
significant role in the computational load of the SDP.
4.3.2 Point Source Detection I/O Requirements
One of the tasks Science Analysis will need to do is return information about the detected
sources to the LSM during the calibration loop. Here we estimate the size of the data required
for this step. As stated in the SDP pipelines subelement design document (AD01), the
threshold for source detection for the LSM will be at least 5σ and so we can assume 5σ is a
worst case scenario for the number of sources required to be characterised.

4

The calculation of the number of sources per unit area for a given instrumental sensitivity and resolution is
not simple but the point of this equation is merely to show that given this value the number of operations for
source finding scales with this.
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Figure 8: I/O rate per telescope as a function of image integration time for SKA1 LOW (top row) and SKA1
MID (bottom row). The left hand figure show this for a 3σ cutoff (i.e. for detection of all sources above 3σ)
used for the LSM, the right hand figures show this for a 5σ cutoff used in the second stage source
detection. Blue solid lines show the memory requirements for the mid bandwidth values, while grey
highlighted areas represent the extrapolated values for the entire bandwidth determined from the source
count fits in RD10. The dotted lines in the SKA1 LOW plots represent the memory required at the confusion
limit of the telescope which is independent of the frequency. In all cases the total data size for a 6hour
observation is trivial.

Taking the 3.02 GHz source counts measured from semiempirical simulation of the
extragalactic radio continuum sky RD10, we can extrapolate the number of radio sources
detected at 5σ as a function of image integration time. Here in Figure 8, we only display the
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cases for SKA1 LOW and MID band1 as the MID bands2 & 5 will detect a considerably lower
number of sources per primary beam (compared with MID band1), and therefore, impose
significantly lower memory requirements (~50 & 1 MB, respectively, in the worst cases). As
before, we assume sources can be adequately characterised for the calibration loop with 7
double precision parameters (namely RA, Dec, Bmaj, Bmin, Bpa, Flux density at the mean
observing frequency and spectral index) of 8 bytes each for all 4 Stokes parameters (I, Q, U, V),
if required. Furthermore, we assume that 0.5% of the total sources are complex and will require
decomposition with 50 shapelets. Combining these estimates allows us to determine the total
data size as a function of image sensitivity according the following formula (see Figure 8):
Required storage [MBytes] = N S [number of sources] x 7 [number of parameters] x 4 [number of
Stokes parameters] x (0.995 x 1 [ number of shapelets] + 0.005 x 50 [number of shapelets]) x 8
(Bytes) ÷ 220
Figure 8 (right hand side) demonstrates that even in the worst extrapolated case for a 6hour
observation, we still only require a data size of < 150 MB for the LSM. Depending on how the
architecture is arranged it might be that this needs to be passed to every node, but even in this
case the data volume is trivial. Note the above calculation is performed on source counts
considering the confusion limits of the LOW and MID band 1 [RD11]. SKA1 MID will have
considerably higher resolution meaning that although no new sources are expected above the
thresholds calculated here, there will be a slight increase in the number of sources to
characterise as blending will be lessened by the 0.22” resolution.
For the LSM, we will perform source detection on the nodes used to generate the images,
meaning that memory use for the LSM source detection can be expected to be no worse than
the output of the imaging pipeline per node plus a small addition for the creation of a low
resolution threshold map.
We can repeat this exercise for the second stage source detection taking the detection limit to
3σ. The data size is still trivially low and conversion of this to an ASCII catalogue is expected to
result in a maximum data size in the order of GB per image.

4.3.3 Extended Source Detection Computational Complexity
Detection of extended sources of emission is more challenging than point source detection, as
one must find anomalous collections of image pixels, rather than individual pixels. In addition,
one could be exploring a larger parameter space than in the point source case. It is therefore
possible that such algorithms could scale more rapidly than the image size. For example, a
Hough transform targeting ellipse detection in an n×n image scales as n5 . Such an approach is
unlikely to be suitable for analysis of entire images arising from the SKA, but the inescapable
point remains that extended source detection will have higher computational complexity than
point source detection.
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Appropriate, low surface brightness, extended source detection algorithms suited for SKA use
are in their infancy [RD12 to RD15], as there has not previously been a strong motivation for
their development. Only in the era of the SKA will human detection of such sources become
infeasible. As a result, there has been little published work on extended source detection,
particularly near the instrumental noise floor and it is therefore not yet possible to provide
reliable estimates of scaling. Extended source detection is a consequently important aspect of
development and prototyping for the Science Analysis Pipelines. It is likely that at least some of
the extended source detection work would use hierarchical techniques using multiscale
representations of the input images. This leads to a computational requirement to rescale the
input images, but this would only be contemplated if the required rescaling steps were offset by
computational savings in the source finding algorithms. Any such rescaling would again be done
on a region by region basis, so would share a parallelisation model with point source detection.
Hierarchical methods can therefore be expected not to impose an additional computational
burden on the SDP processor, though they would have a somewhat expanded memory footprint
to hold the multiscale images (no more than double a nonhierarchical approach).
However, as denoted in Section 1, source detection within the SDP should only be undertaken
to generate the LSM or facilitate the reduction of the LTP facility size, and as a result, while
some extended source detection will be required within the SDP, detection of diffuse, low
surface brightness sources would not be undertaken here and will fall outside the SDP/long
term storage boundary. This problem will thus be an issue for long term storage or SRC design.
As far as possible we would avoid source detection directly in the three dimensional search
space of input cubes. Rather, cubes would be projected into two dimensions for initial source
detection, followed by a use case specific exploration of the third dimension. For spectral line
observations this could require frequency channel localisation or spectral profile generation via
line search. For continuum observations this might require spectral index or rotation measure
synthesis. In either case, these follow up operations in the third dimension would scale with the
number of "interesting” source pixels detected, not with the size of the incoming images.
However, there may be spectral line use cases (particularly involving HI emission) where some
limited search in three dimensions will be necessary. The large number of channels means that
such searching will be computationally demanding, with N ops∝N ch × n2 × D(s), where N ch is the
number of channels. Indicatively, RD09 report searching three dimensional data of size
1248×1248×4096 taking of order of hundreds to a thousand seconds when processed with 168
processors, dropping to order ten seconds with 455 processors.
For continuum observations it is necessary to capture the full polarisation characteristics of any
detected sources. However, in the case of bright point sources this will not require independent
analysis of each polarisation component. For such sources it is expected that source detection
in Stokes I, followed by subsequent reporting of the other polarisation channels, will be
adequate. By contrast, weaker sources could benefit from the SNR improvement of using
multiple polarisations and the improved confusion performance of the Stokes Q and U channels
(In the case where Stokes I images are confusion limited, Stokes Q and U images will not be).
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As it is possible to measure extended polarisation features in the absence of appreciable Stokes
I emission [RD16], extended source detection must be conducted independently on all
polarisations. This factor, in combination with the more complicated algorithms required to
locate extended emission, suggests that extended source emission will prove more challenging
than point source detection. Again, this suggests that this is a task which sits outside of the SDP
boundary to be conducted on the stored data products.

5. Summary
Source detection in the SDP is currently needed in two stages: a simple wellunderstood
process to determine Gaussian components for the local sky model which is fundamental
requirement for the telescope, and a more complex process on the final products in order to
potentially compress the data which needs to be properly defined after an assessment of the
tradeoff between scientific capacity and costs. The requirements for the two stages of source
detection are different with different detection thresholds, speed requirements and outputs.
Minimal science processing on the cubes which are generated by the image pipeline, as
described in Section 3, could result in a reduction of the amount of data to be deposited in the
LTP by a factor of 30  100 for linear polarisation and by several hundred for other data
products. Alternatively, this process could be used to extend the lifetime of data retention in the
LTP by providing a route to retain some information beyond the time limit that full resolution data
are expected to be available in the LTP. The compression processes here would be also useful
in both reducing data volumes for transport from the LTP to SRCs or within the SRCs
themselves and should be developed further somewhere in the SKA project.
The source detection needed for the LSM will be low in both memory requirements and I/O
rates. Memory and I/O requirements for the second stage source detection and science analysis
on the final images have yet to be fully determined, but are dependent on choices in
architecture and most importantly how data will be distributed over computational nodes. Most
of the processes required for the science steps suggested here do not present a large
computational load. Determination of how much of a load these processes will present will be
undertaken in prototyping. The tradeoff between this small incremental processing load (which
is far less than the image pipeline) and the resultant saving in the archive should be carefully
considered before the Critical Design Review. The scientific user base for the telescope should
be consulted as to what would be acceptable data losses to facilitate an affordable system.
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